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Design and Implementation of A Web Mining Research Support System

Abstract

by

Jin Xu

The evolution of the World Wide Web has brought us enormous and ever growing

amounts of data and information. With the abundant data provided by the web,

it has become an important resource for research. Design and implementation of a

web mining research support system has become a challenge for people with interest

in utilizing information from the web for their research. However, traditional data

extraction and mining techniques can not be applied directly to the web due to its

semi-structured or even unstructured nature.

This proposal describes the design and planned implementation of a web mining

research support system. This system is designed for identifying, extracting, filtering

and analyzing data from web resources. This system is composed of several stages:

Information Retrieval (IR), Information Extraction (IE), Generalization, and Anal-

ysis & Validation. The goal of this system is to provide a general solution which

researchers can follow to utilize web resources in their research. Some methods such

as Natural Language Processing (NLP) and Artificial Neural Networks (ANN) will

be applied to design new algorithms. Furthermore, data mining technologies such

as clustering and association rules will also be explored for designing and imple-

menting the web mining research support system. IR will identify web sources by

predefined categories with automatic classification; IE will use a hybrid extraction

way to select portions from a web page and put data into databases; Generalization
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will clean data and use database techniques to analyze collected data; Simulation

and Validation will build models based on extracted data and validate their correct-

ness. The proposed system will be tested on a NSF sponsored Open Source Software

study. Our proposed work offers an integrated set of web mining tools that will help

advance the state of the art in supporting researchers doing online research. The

proposed research work will provide a general purpose tool set which researchers

can employ to utilize web resources in their research.
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CHAPTER 1

Introduction

The evolution of the World Wide Web has brought us enormous and ever growing

amounts of data and information. It influences almost all aspects of people’s lives. In

addition, with the abundant data provided by the web, it has become an important

resource for research. Furthermore, the low cost of web data makes it more attractive

to researchers.

Researchers can retrieve web data by browsing and keyword searching [58]. How-

ever, there are several limitations to these techniques. It is hard for researchers to

retrieve data by browsing because there are many following links contained in a web

page. Keyword searching will return a large amount of irrelevant data. On the other

hand, traditional data extraction and mining techniques can not be applied directly

to the web due to its semi-structured or even unstructured nature. Web pages are

Hypertext documents, which contain both text and hyperlinks to other documents.

Furthermore, other data sources also exist, such as mailing lists, newsgroups, forums,

etc. Thus, design and implementation of a web mining research support system has

become a challenge for people with interest in utilizing information from the web

for their research.

A web mining research support system should be able to identify web sources

according to research needs, including identifying availability, relevance and impor-

tance of web sites; it should be able to select data to be extracted, because a web site
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contains both relevant and irrelevant information; it should be able to analyze the

data patterns of the collected data and help to build models and provide validity.

1.1 Web Mining Subtasks

Usually, web mining is categorized into web content mining, web structure mining

and web usage mining. Web content mining studies the search and retrieval of

information on the web. Web structure mining focuses on the structure of the

hyperlinks (inter document structure) within a web. Web usage mining discovers

and analyzes user access patterns [28].

According to Etzioni [36], web mining can be divided into four subtasks:

• Information Retrieval/Resource Discovery (IR): find all relevant documents on

the web. The goal of IR is to automatically find all relevant documents, while

at the same time filter out the nonrelevant ones. Search engines are a major

tool people use to find web information. Search engines use key words as the

index to perform query. Users have more control in searching web content.

Automated programs such as crawlers and robots are used to search the web.

Such programs traverse the web to recursively retrieve all relevant documents.

A search engine consists of three components: a crawler which visits web sites,

indexing which is updated when a crawler finds a site, and a ranking algorithm

which records those relevant web sites. However, current search engines have

a major problem – low precision, which is manifested often by the irrelevance

of searched results.

• Information Extraction (IE): automatically extract specific fragments of a doc-

ument from web resources retrieved from the IR step. Building a uniform IE

system is difficult because the web content is dynamic and diverse. Most IE

systems use the “wrapper” [33] technique to extract a specific information
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for a particular site. Machine learning techniques are also used to learn the

extraction rules.

• Generalization: discover information patterns at retrieved web sites. The

purpose of this task is to study users’ behavior and interest. Data mining

techniques such as clustering and association rules are utilized here. Several

problems exist during this task. Because web data are heterogeneous, impre-

cise and vague, it is difficult to apply conventional clustering and association

rule techniques directly on the raw web data.

• Analysis/Validation: analyze, interpret and validate the potential information

from the information patterns. The objective of this task is to discover knowl-

edge from the information provided by former tasks. Based on web data, we

can build models to simulate and validate web information.

1.2 Open Source Software Phenomenon

The OSS movement phenomenon challenges many traditional theories in eco-

nomics, software engineering, business strategy, and IT management. The Open

Source Software community can be modeled as a dynamic social network. Prior re-

search suggests that the OSS network can be considered as a complex, self-organizing

system [62–65]. The OSS community is largely composed of part time developers.

These developers have developed a substantial amount of outstanding technical

achievements, such as Apache, Perl, Linux, etc. A research study of how the OSS

developers interact with each other and how projects are developed will help devel-

opers make more informed decisions for participating on OSS projects.

There are several web sites which host OSS projects. With approximately 70,000

projects, 90,000 developers, and 700,000 registered users, SourceForge.net, spon-

sored by VA Software is the largest OSS development and collaboration site. This
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Figure 1.1. The proposed work

site provides highly detailed information about the projects and the developers, in-

cluding project characteristics, most active projects, and “top ranked” developers.

By studying these web sites using web mining techniques, we can explore developers’

behaviors and projects’ growth.

1.3 Proposal

We propose a web mining research support system which will implement IR, IE,

generalization and analysis & validation. The goal of this system is to provide a

general solution which researchers can follow to utilize web resources in their re-

search. Some methods such as Natural Language Processing (NLP) and Artificial

Neural Networks (ANN) will be applied to design new algorithms. Furthermore,

data mining technologies such as clustering and association rules will also be ex-

plored for designing and implementing the web mining research support system. In

the IR phase, we plan to design and implement a web information retrieval system

which will take a query as an input and output hierarchical directories. Categories

will be pre-defined and automatically classified by some classification algorithms.

In IE phase, we will design and implement a hybrid IE system which studies the

“extracted pattern” of web sites and decides hybrid extraction methods. Then we
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will study web data patterns by using data mining techniques, i.e., clustering, asso-

ciation rules, etc. Based on the patterns we find, we will simulate the life cycle of

projects, the behaviors of developers and their relationships. A docking process will

also be performed to validate our models. Some simulation toolkits such as Swarm

and Repast will be used to build models. The proposed system will be tested on

the Open Source Software study.

1.4 Organization

The remainder of this proposal is organized as follows. The next four chap-

ters discuss the state of the art and the proposed work on the four components

of our web mining research support system. Chapter 2 describes our plan for an

automatically-classified IR system, which can automatically classify web pages to

pre-defined categories. Chapter 3 discusses a hybrid IE system, which uses different

extraction techniques for documents with different structures. Chapter 4 describes

how to generalize data, including data cleansing, data integration, data transfor-

mation, data reduction and pattern discovery. In Chapter 5, Validation of data is

presented. Chapter 6 summarizes the entire thesis and sets up the time line.
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CHAPTER 2

Web Information Retrieval

The web can be treated as a large data source, which contains many different

data sources. The first phase of a web mining research support system is to identify

web resources for a specific research topic. Providing an efficient and effective web

information retrieval tool is important in such a system. This chapter first identifies

data sources on the web. Then limitations of current IR systems are analyzed,

a literature research on the web IR is provided, and finally, an IR system which

combines directories and automatic classification is proposed.

2.1 Data Sources

Because the World Wide Web is a valuable resource for research, it is important

to know what kinds of data sources exist and what kinds of contents they contain.

One of the most important tasks for researchers is to find the available on-line

data sources. Commonly used data sources can be classified as on-line databases,

documents and archives.

With the increasing popularity of the web, many online databases have appeared

to provide quick and easy access to research data. GenBank [43] created by National

Center for Biotechnology Information (NCBI) [71] is an online database to provide

genetic sequence information. The Department of Anthropology at the California

Academy of Sciences built an on-line database with 17,000 objects and over 8,000

images [73].
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However, a large amount of on-line information is not in the form of on-line

databases. In most cases, information is contained in web pages. Many web sites

maintain statistical documentation on their web sites. For example, SourceForge [83]

maintains a statistical web page for each project hosted on this site, which has

information such as the number of page views, downloads, bug reports, etc. Many

stock trading web sites provide price, volume and trend charts for stocks. Such

statistical information is an important data resource in research analysis.

Finally, some public archives are valuable resources for researchers because they

include information about users’ behaviors. Forums are a popular way of commu-

nication on the web. A web site can maintain many different forums for specific

purposes, which are helpful in studying different activities of web users. News-

groups are a communication method through which users can download and read

news. They provide information on user-to-user assistance. Other useful archives

include mailing lists, software releases, etc.

2.2 Motivation

There are two major categories of searching tools on the Web: directories (Yahoo,

Netscape, etc.) and search engines (Lycos, Google, etc.). Both tools require an

indexing system. The index may contain URLs, titles, headings, etc.

Directories are also called indices or catalogs. They are subject lists created by

specific indexing criteria. Directories consist of a list of topics which contain a list of

web sites. Users can click on those web sites to look up contents. With the increase

of size, many sites employ search engines to assist query of directories.

Search engines are commonly used to query and retrieve information from the

web. Users perform a query through key words when searching web content. Au-

tomated programs such as crawlers and robots are used to search the web. Such
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programs traverse the web to recursively retrieve all relevant documents. A search

engine consists of three components: a crawler which visits web sites, indexing which

is updated when a crawler finds a site and a ranking algorithm which records those

relevant web sites.

Current IR systems have several difficulties during web searching. Low precision

(i.e., too many irrelevant documents) and low recall (i.e., too little of the web is

covered by well-categorized directories) are two main problems [21]. Furthermore,

current directories and search engines are designed for general uses, not for research

needs. For example, when we query with Open Source Software, both Yahoo and

Google will return many irrelevant results. And those results are not well classified

as what a research project needs, such as organizations, papers, web sites, etc.

Users must manually browse those results to classify their interested web pages.

CiteSeer [44] is an automatic indexing research support system, but it only provides

related paper information. There should be more information included for a research

project.

We propose to develop a web research search tool which combines directories

and search engines to provide a classified interface to users. By using this search

tool, users submit a query based on their research needs, and the search tool will

return categorized directories related to their query. Unlike Yahoo, our returned

directories will be built by automatic classification.

2.3 Related Work

Classifying web pages is a challenging problem because the number of web pages

is enormous and dynamically updated [52]. Classifying web pages can be performed

either manually or automatically. Manual classification is more accurate than au-

tomatic classification. Some commercial search engines, e.g. GNN, Infomine, and
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Yahoo use manual classification. However, with the enormous increase in the size of

the web, manual classification becomes impossible. Currently, one challenge in IR

is to implement automatic classification and improve its accuracy.

TAPER [18] is an automatic system which enables search and navigation in

taxonomies. TAPER starts with a small sample of manually assigned corpus, and

then updates the database with new documents as the corpus grows, assigning topics

to these new documents automatically. It uses techniques from statistical pattern

recognition to efficiently separate the feature/discriminant words from the noise

words at each node of the taxonomy. They built a multilevel classifier, which can

ignore the “noise” words in a document at each node. The text models built at each

node also summarize a number of documents using some descriptive keywords.

A search tool described in [21] studies the automatic classification of Web doc-

uments into pre-specified categories. The classification process is statistical, and

is based on term-frequency analysis. The process begins with a set of pre-defined

categories and sample training pages. From those pages, a normalized vector of

frequencies of terms for each of the categories is built. To classify a new document,

the tool computes the word frequency vector of the document and compares it with

the vectors of classified categories. Index tables are used to store meta-information

of the pre-computed category list for each page.

The use of hierarchical structure is explored in [31] for classifying a large, het-

erogeneous collection of web content. Classification techniques are used to automat-

ically organize search results into existing hierarchical structures. They use support

vector machine (SVM) classifiers for initial learning and classification. Classification

models are trained by using a set of human-labeled documents and web categories.

In the hierarchical case, a model is learned to distinguish a second-level category

from other categories within the same top level. In the flat non-hierarchical case, a
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model distinguishes a second-level category from all other second-level categories.

CORA [66] is a portal for computer science research papers. It already con-

tains over 50,000 papers and is publicly available at www.cora.justresearch.com.

This system provides keyword search facilities over collected paper and places these

papers into a computer science topic hierarchy. Machine learning techniques are

used to automate the creation and maintenance of CORA. Topic-directed spidering

is performed using reinforcement learning; automatic categorization into the topic

hierarchy is created by probabilistic techniques; papers’ titles, authors, references,

etc. are automatically extracted by hidden Markov models.

OASIS [46] performs intelligent information search and delivery service based on

artificial neural network techniques. The HTML documents are clustered an hierar-

chical manner using the Hierarchical Radius-based Competitive Learning (HRCL)

neural network. The HRCL clustering automatically creates a hierarchical multi-

resolution view of the HTML data collection, consisting of clusters, sub-clusters,

sub-subclusters and so forth.

2.4 Proposed Work

We will design and implement a web information retrieval system. The purpose

of this system is to facilitate researchers to perform web search. This retrieval sys-

tem will take a query as an input and output hierarchical directories. Categories

will be pre-defined manually to meet some general requirements of research projects.

The overall process is described in Figure 2.1. Users specify their interested queries

through an interface. A web crawler will retrieve web documents matching the user’s

queries. Current existing retrieval tools may be used to help searching. The searched

results will be automatically classified based on some classification algorithms. Fi-

nally, we will use XML to create a directory page with classified categories and
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Figure 2.1. Classified search process

sub-categories. The XML directory will be returned to users. XML is used because

it facilitates further searching in those categories. The crawler and the classifier are

two most important components in this system.

Web crawlers are also called spiders, robots, etc. A web crawler is a program

which automatically traverses web sites, downloads documents and follows links

to other pages [54]. It keeps a copy of all visited pages for later use. Many web

search engines use web crawlers to create entries for indexing. They can also be

used in other possible applications such as page validation, structural analysis and

visualization, update notification, mirroring and personal web assistants/agents etc.

[30]. We plan to use Java and Perl to implement our web crawler because these two

programming languages provide useful modules to help web retrieval such as HTTP

communication, HTML parsing, etc. Our searching will collect results from some

popular searching tools, such as Yahoo, Google, Citeseer. Results collected from

those tools will be further classified by the classifier.

Our classifier will automatically classify results returned by the crawler into some

pre-defined categories. To do this, some analysis based on retrieved documents

may be performed, i.e., the term-frequency, HTML structure, etc. We will develop

classification algorithms to group categories. Classification techniques in some fields

11



such as databases, machine learning and neural networks will be explored.

We will test our web information retrieval system on some research projects such

as Open Source Software project [48]. We will check how relevant web information

about OSS, such as papers, web sites, organizations, etc., is categorized in our IR

system.
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CHAPTER 3

Web Information Extraction

Because web data are semi-structured or even unstructured, which can not be

manipulated by traditional database techniques, it is imperative to extract web data

to port them into databases for further handling. The purpose of Web Information

Extraction (IE) in our web mining research support system is to extract a specific

portion of web documents useful for a research project. A specific web data set can

be scattered among different web hosts and have different formats. IE takes web

documents as input, identifies a core fragment, and transforms that fragment into a

structured and unambiguous format [33]. This chapter describes the design of a web

IE system. We first introduce the concept of wrappers. Section 2 gives an overview

of the related work in the current IE systems. Then, some of our previous work is

presented and a proposed plan is discussed.

3.1 Wrappers

Information extraction on the web brings us new challenges. The volume of web

documents is enormous, documents change often, and contents of documents are

dynamic. Designing a general web IE system is a hard task. Most IE systems use

a wrapper to extract information from a particular web site. A wrapper consists

of a set of extraction rules and specific code to apply rules to a particular site. A

wrapper can be generated manually, semi-automatically or automatically.
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The manual generation of a wrapper requires writing ad hoc codes based on the

creator’s understanding of the web documents. Programmers need to understand

the structure of a web page and write codes to translate it. Techniques have been

developed to use expressive grammars which describe the structure of a web page,

and to generate extraction codes based on the specified grammar. TSIMMIS [20]

is an example of manual wrapper. TSIMMIS focuses on developing tools to facili-

tate the integration of heterogeneous information sources. A simple self-describing

(tagged) object model is adapted to convert data objects to a common information

model. Languages and tools are developed to support the wrapping process.

The manual way of wrapper generation can not adapt to the dynamic changes

of web sites. If new pages appear or the format of existing sources is changed, a

wrapper must be modified to adapt the new change.

Semi-automatic wrapper generation uses heuristic tools to support wrapper gen-

eration. In such a system, sample pages are provided by users to hypothesize the

underlying structure of the whole web site. Based on the hypothesized structure,

wrappers are generated to extract the information from the site. This approach does

not require programmer knowledge about web pages, but demonstration of sample

pages are required for each new site.

Wrappers can be generated automatically by using machine learning and data

mining techniques to learn extraction rules or patterns. These systems can train

themselves to learn the structure of web pages. Learning algorithms must be devel-

oped to guide the training process.

3.2 Wrapper Generation Tools

Many tools have been created to generate wrappers. Such tools include Lan-

guages for Wrapper Development, NLP-based Tools, Modeling-based Tools, and

14



Ontology-based Tools [58].

Some languages are specifically designed to assist users to address the prob-

lem of wrapper generation. Minerva [29] combines the benefits of a declarative

and grammar-based approach with the flexibility of procedural programming by en-

riching regular grammars with an explicit exception-handling mechanism. Minerva

defines the grammar in Extended Backus-Naur Form (EBNF) style which adds the

regular expression syntax of regular languages to the BNF notation, in order to

allow very compact specifications. It also provides an explicit procedural mecha-

nism for handling exceptions inside the grammar parser. Web-OQL (Object Query

Language) [3] is a declarative query language which aimed at performing SQL-like

queries over the web. A generic HTML wrapper parses a web page and produces

an abstract HTML syntax tree. Using the syntax of the language, users can write

queries to locate data in the syntax tree and output data in some formats, i.e.,

tables. Such tools require users to examine web documents and write a program to

separate extraction data.

Natural language processing (NLP) techniques are used to learn extraction rules

existing in natural language documents. These rules identify the relevant informa-

tion within a document by using syntactic and semantic constraints. WHISK [82]

is an extraction system using NLP techniques. In this system, a set of extraction

rules is induced from a given set of training example documents. At each iteration,

instances are selected for users to tag; users use a graphical interface to add a tag for

each attribute to be extracted from the instance; WHISK uses the tagged instances

to create rules and test the accuracy of the rules.

The wrapper induction tools also generate extraction rules from a given set of

training samples. The difference between wrapper induction tools and those with

NLP is that they format features to implicitly delineate the structure of data, while
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NLP relies on linguistic constraints. Such difference makes these tools more suitable

for HTML documents. WIEN [57] takes a set of sample web pages where interesting

data are labeled and uses specific induction heuristics to generate a specific wrapper.

SoftMealy [50] generates wrappers based on a finite-state transducer (FST) and

contextual rules. Before extracting data, the wrapper partitions an HTML string

into tokens, then uses a learning algorithm to induce extraction rules based on the

context formed by the tokens. The resulting FST takes a sequence of tokens to

match the context separators to determine state transitions. This approach can

wrap a wide range of semistructured Web pages because FSTs can encode each

different attribute permutation as a path. STALKER [70] can deal with hierarchical

data extraction. There are two inputs: a set of training examples in the form of

a sequence of tokens representing the environment of data to be extracted; and an

Embedded Catalog Tree to describe the page structure. The rules generated try to

cover as many as possible of the given examples. If there are uncovered examples, it

generates a new disjunctive rule. When all examples are covered, STALKER returns

a set of disjunctive extraction rules.

Modeling-based tools locate portions of data in a web page according to a given

target structure. The structure is provided based on a set of modeling primitives

which conform to an underling data model. NoDoSE [1] is an interactive tool

for semi-automatically determining the structure of such documents and extract-

ing their data. Using a GUI, the user hierarchically decomposes the file, outlining

its interesting regions and then describing their semantics. In the decomposition

process, users build a complex-structured object and decompose it into a more sim-

ple object. Such a decomposition is a training process through which NoDoSE can

learn to construct objects and identify other objects in the documents. This task

is expedited by a mining component that attempts to infer the grammar of the file
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from the information the user has input so far.

All tools presented above generate extraction rules based on the structure of the

data in a document. Ontology-based tools rely directly on the data. Given a specific

domain application, an ontology tool can locate constants in the page and construct

objects with them. In [34], they present an approach to extract information from

unstructured documents based on an application ontology that describes a domain

of interest. By using the ontology, rules are formulated to extract constants and

context keywords from unstructured documents on the web. For each unstructured

document of interest, a recognizer is applied to organize extracted constants as

attribute values of tuples in a generated database schema. This tool requires the

construction of an ontology by experts and the ontology construction needs to be

validated.

3.3 OSS Web Data Extraction

Information extraction is used to extract relevant data from web pages. A

web mining research support system should be able to search for and extract specific

contents on the web efficiently and effectively. In our Open Source Software study, a

web wrapper was developed to help extracting useful information from web resources

[89].

3.3.1 A Simple Manual Web Wrapper

A wrapper should be developed for a web mining research support system

to find and gather the research related information from web sources. Although

different research projects have different web documentation formats, which leads

to different web wrappers, those wrappers still have some common designs. We

designed a manual web wrapper framework shown in Figure 3.1. A wrapper can

automatically traverses web documents, extract information and follow links to other
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Figure 3.1. A manual web wrapper

pages. A wrapper can be implemented by Java, Perl, Python, etc.

Our wrapper starts with a URL, identifies other links on the HTML page, vis-

its those links, extracts information from web pages and stores information into

databases. Thus, the wrapper consists of a URL access method, a web page parser

with some extractors, and databases. The access function of a wrapper should pre-

vent repeatedly accessing the same web address and should identify dead links. The

parser recognizes start tags, end tags, text and comments. The databases provide

storage for extracted web information.

The key component of our web wrapper is the parser, which includes a word

extractor, a table extractor and a link extractor. The word extractor is used to

extract word information. It should provide a string checking function. Tables are

used commonly in web pages to align information. A table extractor identifies the

location of the data in a table. A link extractor retrieves links contained in a web
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Table 3.1. Project statistics

project ID lifespan rank page views downloads bugs support patches all trackers tasks cvs

1 1355 days 31 12,163,712 71,478 4,160 46,811 277 52,732 44 0
2 1355 days 226 4,399,238 662,961 0 53 0 62 0 14,979
3 1355 days 301 1,656,020 1,064,236 364 35 15 421 0 12,263
7 1355 days 3322 50,257 20,091 0 0 0 12 0 0
8 1355 days 2849 6,541,480 0 17 1 1 26 0 13,896

page. There are two types of links – absolute links and relative links. An absolute

link gives the full address of a web page, while a relative link needs to be converted

to a full address by adding a prefix.

3.3.2 OSS Data Collection

After informing SourceForge of our plans and receiving permission, we gath-

ered data monthly at SourceForge. SourceForge provides project management tools,

bug tracking, mail list services, discussion forums, and version control software for

hosted projects. Data is collected at the community, project, and developer level,

characterizing the entire OSS phenomenon, across multiple numbers of projects ,

investigating behaviors and mechanisms at work at the project and developer levels.

The primary data required for this research are stored in two tables – project

statistics and developers. The project statistics table, shown in Table 3.1, consists

of records with 9 fields: project ID, lifespan, rank, page views, downloads, bugs,

support, patches and CVS. The developers table, shown in Table 3.2, has 2 fields:

project ID and developer ID. Because projects can have many developers and de-

velopers can be on many projects, neither field is a unique primary key. Thus the

composite key composed of both attributes serves as a primary key. Each project

in SourceForge has a unique ID when registering with SourceForge.

A wrapper, implemented by Perl and CPAN (Comprehensive Perl Archive - the

repository of Perl module/libraries ) modules, traversed the SourceForge web server
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to collect the necessary data. All project home pages in SourceForge have a similar

top-level design. Many of these pages are dynamically generated from a database.

The web crawler uses LWP, the libwww-Perl library, to fetch each project’s home-

page. CPAN has a generic HTML parser to recognize start tags, end tags, text

and comments, etc. Because both statistical and member information are stored

in tables, the web crawler uses an existing Perl Module called HTML::TableExtract

and string comparisons provided by Perl to extract information. Link extractors are

used if there are more than one page of members.

Table 3.2. Membership for each project

project ID Login ID

1 agarza
1 alurkar
1 burley
1 chorizo
2 atmosphere
2 burley
2 bdsabian

3.4 Hybrid Information Extraction

We designed and implemented a manual wrapper in our previous work. The

manual wrapper is easy to develop and implement. However, users must create

different wrappers for use with each change of web documents. Maintenance cost will

be too high for this manual wrapper approach. Moreover, many text-like documents

exist on the web, e.g. discussion board, news group.

We can classify web contents as two types: structured/semi-structured text and

free text. The first type has data items (e.g., names, SSN, etc.). Example web doc-

uments of this type include on-line statistics, tables, etc. The second type consists

of free languages, e.g., advertisements, messages, etc. Techniques such as wrapper

induction and modeling-based tools are suitable with pages of the first type because

20



Figure 3.2. The hybrid information extraction architecture
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such tools rely on delimiters of data to create extraction rules. NLP techniques are

based on syntactic and semantic constraints can work with both types. However,

grammar analysis and learning rules generations are complex. These techniques are

costly for structured text. A web mining research support system must deal with

both types, because both contain useful information for research. The proposed

solution is a hybrid information extraction system, shown in Figure 3.2. At startup,

a web document will be checked for its type by a selector. Wrapper induction tech-

niques will be developed to extract information from a structured/semi-structured

text, while NLP techniques are used for free text.

For a free text type web document, grammar and syntax are analyzed by NLP

learning. Then, extraction rules are generated based on the analysis. The extractor

extracts data according to those extraction rules and stores extracted data into the

database.

The extraction of a structured/semi-structured web document is as follows.

Firstly, the parser creates a parse tree for the document. Secondly, users input

sample patterns which they want to extract. Then, extraction heuristics are gen-

erated to match the sample patterns. Wrappers are created based on extraction

heuristics to extract data. If the extracted data contains free text which needs fur-

ther extraction, the process will be changed to use NLP techniques. Otherwise, data

are stored into the database.

3.5 OSS Application

This hybrid information extraction system will be applied on our Open Source

Software study. Our OSS study needs to collect data from several OSS web sites such

as SourceForge, Savanah, Linux, Apache, Mozilla etc. These sites offer structured/semi-

structured documents, e.g., membership tables, statistics tables. However, we also
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need to study information hiding in some free text documents. For example, we

want to analyze developers activity by collecting data from their messages. We be-

lieve our hybrid information extraction system will provide efficient extraction on

those sites.

23



CHAPTER 4

Generalization

The purpose of generalization is to discover information patterns in the extracted

web content. Analysis of web data can help organizations understand their users’

information and improve their web applications. For example, many companies

gathered web data to study their customers’ interests, predict their behaviors and

determine marketing strategies. This chapter is organized as follows: Section 1 is

an overview which introduces some basic knowledge about generalization; Section 2

presents the related work in generalization; Section 3 describes our previous work in

Open Source Software study; Section 4 gives a proposed generalization infrastruc-

ture; Section 5 discusses the application of the proposed infrastructure on the OSS

study.

4.1 Overview

Generalization can be divided into two steps. The first step is preprocessing the

data. Preprocessing is necessary because the extracted web content may include

missing data, erroneous data, wrong formats and unnecessary characters. The sec-

ond step is to find patterns by using some advanced techniques such as association

rules, clustering, classification and sequential patterns.
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4.1.1 Preprocessing

Preprocessing converts the raw data into the data abstractions necessary for pat-

tern discovery. The purpose of data preprocessing is to improve data quality and

increase mining accuracy. Preprocessing consists of data cleansing, user identifica-

tion, and session identification.

Data cleansing eliminates irrelevant or unnecessary items in the analyzed data.

A web site can be accessed by millions of users. Different users may use different for-

mats when creating data. Furthermore, overlapping data and incomplete data also

exist. By Data cleansing, errors and inconsistencies will be detected and removed

to improve the quality of data.

Another task of Preprocessing is user identification. A single user may use

multiple IP addresses, while an IP address can be used by multiple users. In order to

study users’ behaviors, we must identify individual users. Techniques and algorithms

for identifying users can be performed by analyzing user actions recorded in server

logs.

Session identification divides the page accesses of a single user, who has multiple

visits to a web site, into individual sessions. Like user identification, this task can

be performed based on server logs. A server can set up sessions. Session IDs can be

embedded into each URI and recorded in server logs.

4.1.2 Discovery Techniques

Several data mining techniques can be applied in discovering patterns after web

data have been preprocessed, examples of which are provided below.

• Association Rules find interesting associations or correlation relationships among

a large set of data items. Basically, if X and Y are sets of items, association

rule mining discovers all associations and correlations among data items where
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the presence of X in a transaction implies the presence of Y with a certain

degree of confidence. The rule confidence is defined as the percentage of trans-

actions containing X also containing Y .

Association rule discovery techniques can be generally applied to the web

mining research support system. This technique can be performed to analyze

the behavior of a given user. Each transaction is comprised of a set of URLs

accessed by a user in one visit to the server. For example, using association

rule discovery techniques we can find correlations in OSS study such as the

following:

– 40% of users who accessed the web page with URL/project1, also accessed

/project2; or

– 30% of users who accessed /project1, downloaded software in /product1.

With massive amounts of data continuously being collected from the web,

companies can use association rules to help making effective marketing strate-

gies. In addition, association rules discovered from WWW access logs can help

organizations design their web page.

• Clustering is a technique to group together a set of items having similar char-

acteristics. Clustering is applied in the web usage mining to find two kinds of

interesting clusters: usage clusters and page clusters [84]. Usage clusters group

users who exhibit similar browsing patterns. Clustering of client information

or data items can facilitate the development and execution of future marketing

strategies. Page clusters discover groups of pages having related content. This

information is useful for Internet search engines and Web assistance providers.

By using clustering, a web site can dynamically create HTML pages according

to the user’s query and user’s information such as past needs.
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• Classification is another extensively studied topic in data mining. Classifi-

cation maps a data item into one of several predefined classes. One task of

classification is to extract and select features that best describe the properties

of a given class or category. In web mining, classification rules allow one to

develop a profile of items belonging to a particular group according to their

common attributes [28]. For example, classification on SourceForge access logs

may lead to the discovery of relationships such as the following:

– users from universities who visit the site tend to be interested in the page

/project1; or

– 50% of users who downloaded software in /product2, were developers of

Open Source Software and worked in IT companies.

• Sequential Patterns find inter-session patterns such that the presence of a

set of items is followed by another item in a time-ordered set of sessions or

episodes [28]. In other words, sequential patterns refer to the frequently oc-

curring patterns related to time or other sequences, and have been widely

applied to prediction. For example, this technique can be applied to web ac-

cess server transaction logs on OSS web sites to discover sequential patterns

to indicate users’ visit patterns over a certain period and predict their future

visit patterns:

– 40% of users who visited /project1, had done a search in SourceForge,

within the past week on keyword x; or

– 70% if clients who downloaded software in /project1, also downloaded

software in /project2 within 15 days.

27



4.2 Literature Research

Much research has been done to analyze web data by using association rules,

clustering, classification and sequential patterns.

In [60], association rules are used to build collaborative recommender systems

which allow personalization for e-commerce by exploiting similarities and dissimilar-

ities among users’ preferences. Such a system offers personalized recommendations

of articles to users based on similarities among their tastes. A new association rule

algorithm is designed to automatically select the minimum support to produce rules

for each target user or article. In [39], the clustering of web users based on their

access patterns is studied. Access patterns of the Web users are extracted from

Web servers’ log files, and then organized into sessions which represent episodes of

interaction between Web users and the Web server. The sessions are then general-

ized according to the page hierarchy by using attributed oriented induction. The

generalized sessions are clustered using a hierarchical clustering method. Web min-

ing techniques are explored by Mobasher etc. in [68] to do usage-based Web per-

sonalization automatically and dynamically. They described and compared three

different Web usage mining techniques, based on transaction clustering, usage clus-

tering, and association rule discovery, to extract usage knowledge for the purpose

of Web personalization. A Web mining system, WEBMINER [69] is proposed to

discover meaningful relationships from a large collection of unstructured data stored

in Web server access logs. Data mining and knowledge discovery techniques, such

as association rules and sequential patterns, are applied to data collected in World

Wide Web transactions. In [77], Pinto etc. developed sequential pattern mining

algorithms, such as PrefixSpan, to mine sequential user-access patterns from Web-

logs. Two different techniques, HYBRID and PSFP, are explored to incorporate

additional dimensions of information into the process of mining sequential patterns.
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The HYBRID method first finds frequent dimension value combinations, and then

mines sequential patterns from the set of sequences that satisfy each of these com-

binations. On the other hand, PSFP mines the sequential patterns for the whole

dataset only once using PrefixSpan, and mines the corresponding frequent dimen-

sion patterns alongside each sequential pattern using existing association algorithm

FP-growth.

4.3 OSS Generalization

We applied several data mining algorithms available from Oracle [74] to web

data collected from SourceForge. Among them are Naive Bayes and Regression Tree

(CART) for classification, A Priori for association rules mining, and K-means and

Orthogonal-Cluster for clustering. Let’s first focus on the classification algorithms:

Naive Bayes and CART.

4.3.1 Classification

The Naive Bayes algorithm makes prediction using Bayes’ Theorem. Naive

Bayes assumes that each attribute is independent from others. In this case study,

that is not true. For example, the “downloads” feature is closely related to the

“cvs” feature, and the “rank” feature is closely related to other features, since it is

calculated from other features.

CART builds classification and regression tress for predicting continuous depen-

dent variables (regression) and categorical predictor variables (classification). We

are only interested in the classification type of problems since the software we are

using only handles this type of problems. Oracle’s implementation of CART is called

Adaptive Bayes Network (ABN). ABN predicts binary and multi-class targets. Thus

discretizing the target attribute is desirable.

In this case study, we try to predict downloads from other features. As stated
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previously, the “download” feature is binned into ten equal buckets. Based on the

values of other features, we predict which bucket the “download” resides on. As

expected, the Naive Bayes algorithm is not suitable for predicting “downloads”,

since “downloads” are related to other features, such as ”cvs”. The accuracy of

Naive Bayes is less than 10%. While Naive Bayes performs badly on predicting

“downloads”, the ABN algorithms can predict “downloads” with 63% accuracy.

At first sight, the accuracy of 63% is not attractive, but it is a good prediction

since we could only get 10% of correct predictions without classification. The lift

computation confirms that the resulting classification model is quite good, as shown

in Figure 4.1. This figure shows that we found all the records whose “downloads”

feature is 1 in just the first 20% of records. The rules built by the ABN classification

model show that “downloads” is closely related to “cvs”.

We conclude that the ABN algorithm is suitable for predicting “downloads” in

our case study. The following table compares the two algorithms, namely, ABN and

Naive Bayes. From the table, we see that ABN takes much longer time to build a

classification model, but the resulting model is much more accurate.

Table 4.1. Comparison of ABN and Naive Bayes

Name Build Time Accuracy

ABN 0:19:56 63%

Naive Bayes 0:0:30 9%

4.3.2 Association Rules

The association rules mining problem can be decomposed into two subprob-

lems:

• Find all combinations of items, called frequent item sets, whose support is
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Figure 4.1. The lift chart
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greater than the minimum support.

• Use the frequent item sets to generate the association rules. For example, if

AB and A are frequent item sets, then the rule A → B holds if the ratio of

support(AB) to support(A) is greater than the minimum confidence.

A Priori algorithm is one of the most frequently used association rules mining

techniques. Oracle implements this algorithm using SQL. We use the algorithm

to try to find correlations between features of projects. The algorithm takes two

inputs, namely, the minimum support and the minimum confidence. We choose

0.01 for minimum support and 0.5 for minimum confidence. We find that features

“all trks”, “cvs” and “downloads” are “associated”. More rules can be seen from

Figure 4.3. Not all of the rules discovered are of interest.

4.3.3 Clustering

We are interested in putting the projects with similar features together to form

clusters. Two algorithms can be used to accomplish this: k-means and o-cluster.

The k-means algorithm is a distance-based clustering algorithm, which partitions the

data into a predefined number of clusters. The o-cluster algorithm is a hierarchical

and grid-based algorithm. The resulting clusters define dense areas in the attribute

space. The dimension of the attribute space is the number of attributes involved in

the clustering algorithm.

We apply the two clustering algorithms to projects in this case study. Figure 4.2

and Figure 4.3 show the resulting clusters and the rules that define the clusters.

4.4 Generalization Infrastructure

Our previous work is an exploratory study of web data retrieval and data mining

on web data. We propose to build a generalization infrastructure, shown in Figure
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Figure 4.2. The clusters
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Figure 4.3. The rules that define clusters
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4.4, which consists of data cleansing, data integration, data transformation, data

reduction and pattern discovery. The former four steps belong to data preprocessing.

We plan to implement this infrastructure and apply it on our Open Source Software

study.

Data cleansing deals with dirty data. The main tasks of data cleansing include

handling missing values, identifying outliers, filtering out noisy data and correcting

inconsistent data. For example, missing data can be replaced by mean values or

similar input patterns. Outliers can be detected by data distribution analysis, cluster

analusis and regression.

Data integration combines data from multiple sources, such as statistics, forums,

etc., into a coherent store. Web data from different sources may have the same con-

cept but different attribute names; they may have the same value but are expressed

differently, for example, a person’s social security number may appear as ssn or

social security, but we should count those value once. Data integration can be per-

formed by using metadata or correlation analysis which measures how strongly one

attribute implies the other attribute.

Data transformation is also called data normalization, which scales the data

value to a range. We will use several methods to handle data transformation. The

simplest way is to divide the value by 10n, where n is the number of digits of the

maximum absolute values. The second way is called Min-Max, which does a linear

transformation of the original input range into a newly specified data range. The

equation of Min-Max is:

y′ =
(y − min)

(max − min)
(max′

− min′) + min′ (4.1)

where y′ is the new value, y is the original value, max and min is the original max

and min, max′ and min′ is the new max and min. Another way to normalize data

is by Z-Score transformation, which is useful when min and max are unknown or

35



outliers dominate the value min to max. The Z-Score transformation is like this:

y′ =
y − µ

σ
(4.2)

where µ is the mean and σ is the standard deviation.

Data reduction reduces the huge data set to a smaller representative subset

according to pattern discovery needs. This task includes data aggregation, data

compression and discretization. Data aggregation gathers and expresses data in a

summary form. For example, we may summarize data in a year. Data compression

reduces redundancy of data to improve mining efficiency. Discretization transforms

the numeric data to categorical values for some data mining algorithms.

Pattern discovery applies different data mining functions, such as association

rules, clustering, classification and sequential patterns on preprocessed data to find

interesting patterns. We will implement different data mining functions.

4.5 OSS Application

We plan to explore web data from Open Source Software sites by using our gen-

eralization infrastructure. For example, we want to find patterns which characterize

the activeness of a project. The activeness of a project may relate to its downloads,

page views and bug reports. By using data mining functions such as association

rules, we can determine their relationships. We also want to discover clustering and

dependencies of Open Source Software projects, and groups of developers as well as

their interrelationships.
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CHAPTER 5

Simulation and Validation

Analysis involves the validation and interpretation of the mined patterns. With

data extracted from web and information discovered from generalization, models

can be built to simulate the studied phenomenon. The simulation models can be

used to validate their correctness.

One objective of Open Source Software study is to model OSS developers so

as to understand their behaviors and be able to predict the developers’ network

development. This task can be divided into two-steps: simulate the developers’

network and validate the simulation models. We use agent-based tools to simulate

and validate the OSS developers’ network. This proposal will be focused on how to

perform validation.

The rest of this chapter is organized as follows. The first section provides back-

ground on our Open Source Software (OSS) study and simulation. The following

section discusses the background of the OSS docking. Section 3 presents our previ-

ous docking simulations using Swarm and RePast. Section 4 presents future plans.

5.1 Introduction

Agent-based modeling has become an attractive computational methodology in

recent years. Its popularity results from the fact that it allows for complex systems

to be simulated in a relatively straightforward way. Unlike traditional mathematical
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simulation tools, agent-based modeling simulates artificial worlds based on compo-

nents called agents and defines rules to determine the interactions of agents. Al-

though agent-based modeling is used commonly in simulations, it is not guaranteed

to provide an accurate representation of a particular empirical application [5]. In

this context, Axtell et al claimed “It seems fundamental to us to be able to de-

termine whether two models claiming to deal with the same phenomenon can, or

cannot, produce the same result” [6].

There are three ways to validate an agent-based simulation. The first way is to

compare the simulation output with the real phenomenon. This way is relatively

simple and straightforward. However, often we cannot get complete real data on

all aspects of the phenomenon. The second way compares agent-based simulation

results with results of mathematical models. The disadvantage of this way is that

we need to construct mathematical models which may be difficult to formulate for

a complex system. The third way is by docking with other simulations of the same

phenomenon. Docking is the process of aligning two dissimilar models to address

the same question or problem, to investigate their similarities and their differences,

but most importantly, to gain new understanding of the question or issue [13].

Axtell, Axelrod, Epstein and Cohen describe a docking or alignment process

and experiment for verifying simulations [6]. By comparing simulations built inde-

pendently using different simulation tools, the docking or alignment process may

discover bugs, misinterpretations of model specification, and inherent differences

in toolkit implementations. If the behaviors of the multiple simulations are simi-

lar, then validation confidence is increased. North and Macal reported on such an

experiment using Mathematica, Swarm and RePast to simulate the Beer Distribu-

tion Game (originally simulated using system dynamics simulation methods) [72].

In Louie and Ashworth [4], docking is done by comparing results of the canon-
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ical Garbage Can model with those of “NK Model”. Xu and Gao used RePast

and Swarm to dock a random network model of the Open Source Software phe-

nomenon [88]. Although the above docking experiments show the importance and

advantages of docking, there are only a few docking studies and none has used

topological properties of social networks as docking parameters.

5.2 Social Network Model

Social network theory is a conceptual framework through which we view the

OSS developer movement. The theory, built on mathematical graph theory, depicts

interrelated social agents as nodes or vertices of a graph and their relationships

as links or edges drawn between the nodes [86]. The number of edges (or links)

connected to a node (or vertex) is called the index or degree of the node.

Special interests in social networks are the evolutionary processes and associ-

ated topological formation in dynamic growing networks. Early work in this field

by Erdos and Renyi focuses on random graphs, i.e., those where edges between

vertices were attached in a random process (called ER graphs here) [7]. How-

ever, the distributions of index values for the random graphs do not agree with

the observed power law distribution for many social networks, including the OSS

developer network at SourceForge. Some other evolutionary mechanisms include:

1) the Watts-Strogatz (WS) model [87], 2) the Barabasi-Albert (BA) model with

preferential attachment [2,8,9], 3) the modified BA model with fitness [7,10], and 4)

an extension of the BA model (with fitness) to include dynamic fitness based on the

project life cycle reported in [40–42,65]. The WS model captures the local clustering

property of social networks and was extended to include some random reattachment

to capture the small world property, but failed to display the power-law distribution

of index values. The BA model added preferential attachment, both preserving the
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realistic properties of the WS model and also displaying the power-law distribution.

The BA model was extended with the addition of random fitness to capture the fact

that sometimes newly added nodes grow edges faster than previously added nodes

(the “young upstart” phenomenon).

The Open Source Software (OSS) development movement is a classic example

of a dynamic social network. It is also a prototype of a complex evolving network.

Prior research suggests that the OSS network can be considered a complex, self-

organizing system [62–65]. These systems are typically comprised of large numbers

of locally interacting elements.

The Open Source Software community can be described as a dynamic social

network. In our model of the OSS collaboration network, there are two entities –

developer and project. The network can be illustrated as a graph. In this network,

nodes are developers. An edge will be added if two developers are participating in the

same project. Edges can be removed if two developers are no longer participating

on the same project. The study of the OSS collaboration network can help us

understand the evolution of the social network’s topology, the development patterns

of each individual object and the impact of the interaction among objects on the

evolution of the overall network system.

We use agent-based modeling to simulate the OSS development community. Un-

like developers, projects are passive elements of the social network. Thus, we only

define developers as the agents which encapsulate a real developer’s possible daily

interactions with the development network. Our simulation is time stepped instead

of event driven, with one day of real time as a time step. Each day, a certain number

of new developers are created. Newly created developers use decision rules to create

new projects or join other projects. Also, each day existing developers can decide

to abandon a randomly selected project, to continue their current projects, or to
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create a new project. A developer’s selection is determined by a Java method based

on the relative parameter and the degree of the developer.

5.3 A Multi-model Docking Experiment

In this section, we present the results of docking a RePast simulation and a

Java/Swarm simulation of four dynamic social network models of the Open Source

Software (OSS) community. Developer membership in projects is used to model

the social network of developers. Social networks based on random graphs, pref-

erential attachment, preferential attachment with constant fitness, and preferential

attachment with dynamic fitness are modeled and compared to collected data. We

describe how properties of social networks such as degree distribution, diameter and

clustering coefficient are used to dock RePast and Swarm simulations of four social

networks. The simulations grow “artificial societies” representing the SourceForge

developer/project community.

5.3.1 The Docking Process

The docking process is an important stage of the OSS project [48]. The initial

simulation was written using Swarm. There are several reasons why docking is

necessary in this project. First, docking is used to test the correctness of the Swarm

implementation. Second, docking provides the RePast version of the OSS simulation

which we would like to use in our future research. RePast has several advantages

in this project: it is written in pure Java which makes debugging easier; it provides

us a graphical representation of the network layout; and most importantly, RePast

2.0 provides a distributed running environment [26].

As shown in Figure 5.1, Swarm simulations and RePast simulations are docked

for four models of the OSS network. Our docking process began when the author of

the swarm simulation wrote the docking specification. Then, the RePast version was
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Figure 5.1. Docking process

written based on the docking specification. Simulations are validated by comparing

network attributes generated by running these two simulation models.

Swarm is a software package for multi-agent simulation of complex systems,

originally developed at the Santa Fe Institute [49]. In the Swarm model, the basic

unit is called an agent. Modelers can define a set of rules to describe the interaction

of agents. Furthermore, Swarm also provides display, control and analysis tools.

Our swarm simulation has a hierarchical structure which consists of a developer

class, a modelswarm class, an observerswarm class and a main program. The mod-

elswarm handles creating developers and controls the activities of developers. In

modelswarm, a schedule is generated to define a set of activities of the agents. The

observerswarm is used to implement data collection and draw graphs. The main

program is a driver to start the whole simulation.

The core of a swarm simulation consists of a group of agents. Agents in our

simulation are developers. Each developer is an instance of a Java class. A developer

has an identification id, a degree which is the number of links, and a list of projects

participated by this developer. Furthermore, a developer class has methods to

describe possible daily actions: create, join, abandon a project or continue the

developer’s current collaborations. A separate Java method models each of the first

three possibilities. A fourth method encapsulates a developer’s selection of one

of the three alternatives. Here, three model parameters appear. Each represents

the probability of one of the three developer activities. Comparison of a randomly
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generated number to these probabilities determines which behavioral method the

agent will enact.

RePast is a software framework for agent-based simulation created by Social Sci-

ence Research Computing at the University of Chicago [79]. Like Swarm, RePast

provides an integrated library of classes for creating, running, displaying, and col-

lecting data from an agent-based simulation [25]. In addition, RePast is written

in pure Java which has better portability and extensibility than Swarm. Further-

more, RePast provides some different library packages which provide features such

as network display, QuickTime movies and snapshot.

Our RePast simulation of the OSS developer network consists of a model class,

a developer class, an edge class and a project class. The class structure of the

simulation is different from that of the Swarm simulation. This is due in part to

the graphical network display feature of RePast. The model class is responsible

for creation and control of the activities of developers. Furthermore, information

collection and display are also encapsulated in the model class. The developer class is

similar to that in Swarm simulation. An edge class is used to define an edge in OSS

network. We also create a project class with properties and methods to simulate a

project.

5.3.2 Docking Procedure

Our docking process sought to verify our RePast migration against the original

Swarm simulation. To do so, the process began with a comparison of degree distri-

bution between corresponding models. Upon finding differences, we compared each

developer’s actions.

The first attempt at docking compared the degree distributions between these

two simulations. The Swarm simulation used its built in random number gener-
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ator. The RePast simulation used the COLT random number generator from the

European Laboratory for Particle Physics (CERN). From a graphical comparison

of degree distribution for projects and developers over multiple runs of Swarm and

RePast, we observed systematic differences between the two simulations’ output.

Over one subdomain of the developer degree distribution, Swarm had a higher count

than RePast. Over another subdomain, Swarm had a lower count. The next step in

the docking process determined that the random number generators did not cause

this systematic difference. We ran the two simulations using the exact same set of

random numbers: each simulation used the same random number generator with

the same seed. The developer and project degree distributions from these runs,

however, revealed similar systematic differences between the two simulations.

To determine the exact reasons for this difference, we had the simulations log

the action that each developer took during each step. Comparing these logs, two

reasons for the differences emerged.

First, we determined that one simulation would occasionally throw an SQL Ex-

ception (we store simulation data in a relational database for post-simulation anal-

ysis). To recover from such an error, the simulation does not log the developer’s

action: it moves on to the next developer. Since the developer’s previous actions

affect its future actions, one error can cause more discrepancies between the two

simulations at future time steps. We found the cause of this error to be a problem

with the primary keys in the links table of our SQL database (this is a programming

bug). Further inspection of the data logs showed that each simulation’s data snap-

shots that are used in analyzing macroscopic graph properties were out of phase

by one unit time. Even if the corresponding simulation ran identically, this extra

time step prevented the output from matching. We found that the Swarm scheduler

begins at time step 0 while the RePast scheduler begins with time 1. Thus, when
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Figure 5.2. Degree distribution

snapshots were logged at time step 30, Swarm had actually performed one extra

time step.

With these two problems corrected, the corresponding logs of the developers’

actions matched. Using the same sequence of random numbers, the Swarm and

RePast simulations produced identical output.
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5.3.3 Experimental Results

This section describes docking of RePast and Swarm simulations on four OSS

network models – ER, BA, BA with constant fitness and BA with dynamic fitness,

and then presents the results and comparisons.
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Degree distribution p(k) is the distribution of the degree k throughout the net-

work. The degree k of a node equals the total number of other nodes to which

it is connected. Degree distribution was believed to be a normal distribution, but

Albert and Barabasi recently found it fit a power law distribution in many real net-
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Figure 5.4. Clustering coefficient

works [2]. Figure 5.2 gives developer distributions in four models implemented by

Swarm and RePast. The X coordinate is the number of projects in which each de-

veloper participated, and the Y coordinate is the number of developers in the related

categories. From the figure, we can observe that there is no power law distribution in

the ER model. The distribution looks more like the mathematically proven normal

distribution. Developer distributions in the other three models match the power

law distribution. However, there are slight differences between Swarm results and

RePast results. We believe this difference is caused by different random generators
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associated with RePast and Swarm.

The diameter of a network is the maximum distance between any pair of con-

nected nodes. The diameter can also be defined as the average length of the shortest

paths between any pair of nodes in the graph. In this chapter, the second defini-

tion is used since the average value is more suitable for studying the topology of

the OSS network. Figure 5.3 shows the evolution of the diameter of the network.

We can see that RePast simulations and Swarm simulations are docked. In the real

SourceForge developer collaboration network, the diameter of the network decreases

as the network grows. In our models, we can observe that ER model does not fit

the SourceForge network, while other three models match the real network.

The neighborhood of a node consists of the set of nodes to which it is connected.

The clustering coefficient of a node is a fraction representing the number of links

actually present relative to the total possible number of links among the nodes in its

neighborhood. The clustering coefficient of a graph is the average of all the clustering

coefficients of the nodes represented. Clustering is an important characteristic of

the topology of real networks. So the clustering coefficient, a quantitative measure

of clustering, is also an attribute we investigated. Clustering coefficients for the

developer network as a function of time are shown in Figure 5.4. All models are

docked very well. We can observe the decaying trend of the clustering coefficient

in all four models. The reason is that with the evolution of the developer network,

two co-developers will less likely join a new project together because the number of

projects they participated are approaching their limits.

Figure 5.5 shows the total number of developers and projects relative to the time

period in four models, which describe the developing trends of size of developers and

projects in the network. The number of developers and the size of projects are almost

the same for Swarm and RePast simulations.
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Figure 5.5. Community size development

5.3.4 Conclusion

This chapter discusses validation of agent-based simulation using the docking

process. It describes four simulation models of OSS developer network using Swarm

and RePast. Properties of social networks such as degree distribution, diameter and

clustering coefficient are used to dock RePast and Swarm simulations of four social

networks. Experimental results show that docking two agent-based simulations can

help validate a simulation. This chapter showed that a docking process can also be
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used to validate a migration of a simulation from one software package to another. In

our case, the docking process helped with the transfer to RePast to take advantages

of its features. RePast simulation runs faster than Swarm simulation because RePast

is written in pure Java while Swarm is originally written in Object C which may

cause some overhead for Java Swarm. Furthermore, RePast provides more display

library packages such as network package which help users to do analysis.

5.4 Future Plans

There are several directions of future work. First, currently, we just compare

the results of one simulation run. There is slight difference between docking results,

which we believe is caused by different random generators. We will run both Swarm

simulations and RePast simulations many times to see if this difference can be

ignored. We will do statistic analysis on these results. For example, a two-sample

t-test will be used to compare means of Swarm and RePast results.

Moreover, our previous work just docked several network properties. More prop-

erties should also be docked to validate our simulation models. Such network pa-

rameters include average degree, cluster size distribution, fitness and life cycle.
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CHAPTER 6

Conclusions and Time Plan

This proposal describes the planned design and implementation of a web mining

research support systems. This system is designed for identifying, extracting, filter-

ing and analyzing data from web resources. The system combines web retrieval and

data mining techniques together to provide an efficient infrastructure to support

web data mining for research. This system is composed of several stages. Features

of each stage are explored and implementation techniques are presented. IR will

identify web sources by predefined categories with automatic classification. IE will

use a hybrid extraction way to select portions from a web page and put data into

databases. Generalization will clean data and use database techniques to analyze

collected data. Simulation and Validation will build models based on those data

and validate their correctness. Our proposed work offers an integrated set of web

mining tools that will help advance the state of the art in supporting researchers

doing research. Our work provides a general set of tools which researchers can follow

to utilize web resources in their research.

We plan to finish the proposed system in 15 months. The time plan is as follows:

• The IR system should be developed and implemented by March, 2004. Classi-

fication algorithms will be designed. A web crawler will also be implemented

by Java and Perl. Testing will be performed on the OSS study.

• The IE system will be designed and constructed by July, 2004. This includes
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designing algorithms to identify different web documents and implementing

wrapper induction and NLP techniques. This system will be used to extract

data from OSS web sites;

• Generalization will be done by September, 2004. The generalization system

will be developed to preprocessed data and analyze data patterns. We will

apply this system on OSS data.

• Validation should be done by December, 2004. Different models of OSS models

will be compared.

• Dissertation will be written during the whole research. Some tasks may take

more time than what we plan, so we have 3 more months for schedule slippage.
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