Mind-Body Supervenience’s Cardinal Sin
Abstract

I offer a new argument against the thesis that distinct mental states necessarily depend for their existence upon distinct physical states by arguing that there are too many thinkable thoughts for each distinct thought to enjoy a distinct physical base.

Introduction

Empirical evidence suggests that mental states supervene upon physical states. One may suppose, therefore, that supervenience holds given certain physical laws. It is a further question, however, whether supervenience holds as a matter of metaphysical necessity. Call this Strong Supervenience (to be defined more precisely later). The argument of this paper exposes an unforeseen cost of claiming that supervenience necessarily holds. On to the argument. 
The Cardinality Argument

My plan is to offer some reasons in support of five premises from which the denial of Strong Supervenience can be derived. Let’s begin with the first:

Premise 1: Necessarily, if there can be a mind that can have a thought T, it is possible for there to be a mind that can have the thought that ‘T’ is a silly thought.
 

According to Premise 1, if it is broadly logically possible that a mind has (or instantiates or entertains or grasps) some thought T, then it is also possible that a mind have a slightly more complicated thought, namely, that ‘T’ is a silly thought. So, although some thoughts may be too complicated for any human mind to have, a humanly unthinkable thought still counts as thinkable, as long as a mind could have it, even if such a mind were physically unrealizable. Since my argument is primarily addressed to those who hold to physicalist theories of mind, I won’t assume that there could be minds that are physically unrealizable.   

I shall offer two independent reasons for Premise 1, neither of which presupposes that there could be physically unrealizable minds. The first reason appeals to a modal intuition: suppose that there could be a mind that has a thought T. Then is it not obvious that there could be a mind that has the slightly more complicated thought that T is silly?  At least some will think so.
 Indeed, it looks as though one needn’t consider the actual content of T in order to appreciate the possibility of an individual entertaining the thought that T is silly. If that’s correct, then one apparently enjoys an a priori modal intuition concerning certain thoughts.
 

Of course, modal intuitions can be misguided.
 In order that we may proceed confidently, I will offer a second reason for Premise 1.  


The reason is that denying premise one commits one to positing an arbitrary upper bound on the degree of complexity of a thought. To see why, let us begin by labeling the thought that T, with the number 1, the thought that T is silly, with the number 2, the thought that ‘T is silly’ is silly, with the number 3, and so on. Now suppose that Premise 1 is false. Then there is an n, such that n is the largest number that labels one of our labeled thoughts. But the value of n appears to be inexplicable. Why should ‘the largest number that labels one of our labeled thoughts’ pick out the number that it does, rather than some lower or higher number? No explanation seems to be at hand. It is counterintuitive, therefore, that there should be an upper bound on the degree of complexity of thoughts. But if there is no upper bound, then Premise 1 is true. 

One might object by presenting cases in which there is a boundary marker between certain obtainable states of affairs and unobtainable ones. For example, the amount of cat food that Jerry Mathers could eat in a single sitting is limited. There’s a boundary between amounts of cat foot that he could eat and amounts he could not. But if there are cases for which boundaries exist, why think there isn’t a boundary between thinkable and unthinkable thoughts? 

The answer, I suggest, is that in the cases for which we think there is a boundary, we can offer an explanation as to why a boundary exists. In the case of Mathers, we recognize that his eating capacity is limited by the structure of his stomach and physical laws governing it. But consider a case in which one lacks a reason to mark off a modal boundary: NASA’s Mars rover comes upon a bunch of scattered crystals. The rover rolls one toward another, and the rolling crystal rolls right through the other crystal, seamlessly. The rover then gathers all the crystals (a 1,000 say) into a small crystal-sized region of space. It looks as though the crystals are co-located. If one were convinced by that sort of evidence to think that 1,000 objects could be co-located, then shouldn’t one also think it’s broadly logically possible for there to be more than 1,000 co-located objects? It seems so. Indeed, it seems that if one already thought that there could be up to 1,000 collocated objects, then one wouldn’t expect there to be an upper bound on how many collocated objects there could be—not, anyway, unless one had independent reason to think there’s an upper bound. The lesson is this: one should assume modal continuity unless one can offer an explanation as to why there is a modal boundary marker.
 Return to the case of thinkable thoughts. No explanation seems to be available as to why a boundary should exist between thinkable and unthinkable thoughts. Or if there is an explanation, identifying it is not a small task, as I will argue later. Therefore, unless we can identify an explanation for why a boundary between thinkable and unthinkable thoughts exists, we have a reason to think no such boundary exists.
The next step in the argument is as follows:

Premise 2: Necessarily, if there can be a mind that can have a thought T1, and if there can be a mind that can have a thought T2, it is possible for there to be a mind that can have the thought that either ‘T1’ or ‘T2’ is a silly thought.      
The sort of reasoning offered in support of Premise 1 also supports Premise 2. For Premise 2, the modal intuition argument goes like so: to realize that a thought is thinkable, you only need to know that the thought is a disjunction of thinkable thoughts. For example, consider two thoughts, α and β. If α is thinkable and β is thinkable, then it seems that α or β should also be thinkable.  

There is, in addition, the theoretical motivation to avoid an upper bound on the degree of complexity of a thought, where the complexity can be measured in terms of the number of its disjuncts. Any upper bound on the degree of complexity would seem inexplicable: why should that degree mark the boundary between thinkable thoughts and unthinkable ones?  

Consider the next premise.  
Premise 3: For every finite set S of thinkable thoughts, it is possible for there to be a mind that can have the thought that either ‘T1’ or ‘T2’…or ‘Tn’ is a silly thought, where T1…n are the thoughts in S.

This premise can be derived from the first two premises using mathematical induction. The inductive hypothesis is that a disjunction of n thinkable thoughts is thinkable, for every n. We’ve already defended the base case, where n = 2. Next, we need to show that if every disjunction of n thinkable thoughts is thinkable, then every disjunction of n + 1 thinkable thoughts is thinkable. Since every disjunctive thought of the form A1 or A2 or … An or An + 1 is, by the inductive hypothesis, a disjunction of two thinkable thoughts (A1 or A2 or … An on the one hand, and An+1 on the other), it follows from the base case that A1 or A2 or … An or An + 1 is also thinkable. Therefore, the inductive hypothesis is true, and Premise 3 follows.
 

Turn now to Premise 4. 

Premise 4: If the members of every finite set of thinkable thoughts can be joined to form a thinkable disjunctive thought, then the members of every infinite set of thinkable thoughts can be joined to form a thinkable disjunctive thought.

I will offer two reasons for Premise 4. The first appeals to a modal intuition. The disjunction operator can join any finite set of thinkable thoughts together to form a thinkable thought (Premise 3). I believe, therefore, that at least some will have the intuition that nothing should prevent the disjunction operator from joining any infinite set of thinkable thoughts into an infinite thinkable thought.
 After all, why should the quantity of disjuncts in a disjunctive thought affect its modal status? I will consider one potential reason shortly. But if it doesn’t withstand scrutiny, then modal intuition will, for those who have it, lend support for Premise 4.
  
We can additionally appeal to the theoretical virtue described earlier: always avoid an arbitrary boundary that marks a split in the status of a series of modal claims. If the disjunction operator can link any finite set of thinkable thoughts together to form a thinkable thought, can it link any infinite set of thinkable thoughts? Is there a modal boundary between finitely many and infinitely many disjuncts, such that the disjunction operator can link a finite set (but not an infinite set) of thinkable thoughts into an infinite thinkable thought?
 Perhaps. But unless we have a good reason to think the boundary exists, it will be arbitrary for us to set one. If it is a theoretical virtue to avoid arbitrary modal boundaries, then we have a second reason for Premise 4.      

Yet there may be reasons to think there is a modal boundary. Consider just one.  Perhaps some infinitely complex thoughts are too complicated for any possible physically-realized mind to entertain. It may be that what prevents some thoughts from being thinkable is that they are too complicated for any physical structure to represent or “realize.” If so, then the members of at least some sets of thinkable thoughts can’t be joined to form a thinkable disjunctive thought and Premise 4 is false. The above reasoning depends on the following claims:

(C1) Necessarily, if a mind can have a thought T, then T can be physically-realized. 

(C2) Necessarily, if a thought T is physically realized by R, then the complexity of R is proportional to the complexity of T.

If either claim were false, then physical limitations would not prevent a mind from having certain infinitely complicated thoughts. There may be good reasons for (C1) and (C2). But I should emphasize that the defense of (C1) and (C2) is no trivial matter. If (C1) is true, then either God or angels are impossible, or every thought God or an angel might have could be physically realized. Either scenario might be true, but I have no idea how a defense would go without entering the trenches with philosophers of religion. To defend (C2), one would have to rule out the possibility of a subject having thoughts that are not internally represented by a physical structure (say, by standing in an intentional relation to an abstract proposition). I don’t wish to claim that sound arguments for (C1) and (C2) can’t be offered. I only wish to point out that defending (C1) and (C2) is not a small task.

Consider what this means, if I am correct. If resisting an argument against Strong Supervenience involves defending both (C1) and (C2), then the dialectic between advocates of Strong Supervenience and their critics has progressed. The reason is simple: then we would realize that in order to avoid the conclusion that distinct thoughts do not necessarily supervene upon distinct physical states, one must defend (C1) and (C2). And so shifts the burden of proof. A cost, then, of not granting Premise 4 is that one must either find a good reason to mark off a boundary between thinkable and unthinkable thoughts or else accept that the boundary is arbitrary. 

Our final premise is next. 

Premise 5:  The cardinality of the set of possibly obtaining physical state types is n, where n is an integer.

We are interested in the cardinality of the set of possibly obtaining distinct types of physical states.
 Counting physical states is no easy task. But we can at least identify an upper limit if we assume that physical properties are limited to those properties which physical sciences study or could study in principle. Such properties can be grouped into two categories: dispositional properties
 (charge, force, solubility, etc.) and basic irreducible properties (being triangular, being cylindrical, being red, etc.). It is controversial what physical properties (if any) should count as dispositional. But if a property were dispositional, then, for counting purposes, it could be defined in terms of what physical state would obtain, given the obtaining of some set of physical conditions. Therefore, the number of possible dispositional properties is equivalent to the number of sets of mappings from one physical state type to another, where physical types are distinguished by spatial and intrinsic properties.  

Consider how many different kinds of spatial and intrinsic physical properties there could be.
 The number of possible shapes and locations on a continuum (of any number of dimensions) is 2.
 I surmise that additional physical properties could be analyzed in terms of shape and location (i.e., in terms of causing changes in shape and location). But even if I’m wrong about that, it seems wildly unlikely that there should be more than say, 7,201, or some other significantly high  intrinsic physical properties that physicists could, even in principle, study. Yet if the spatial and intrinsic physical properties can be collected into a set whose cardinality is n, then the cardinality of the set of obtainable physical state types is at most n + 1 (including the dispositional properties). Hence, the obtainable physical state types can be grouped into a set whose cardinality is n for some n.  

It’s time to wrap-up the argument. Given the five premises stated and defended above, we can derive the following conclusion:

Cardinality Conclusion (CC): There are more thinkable thoughts than obtainable types of physical states.

To see how (CC) follows from the premises, consider that for every set of thinkable thoughts there is a larger set of thinkable thoughts. As a result, there is no n, such that n is the cardinality of the set of thinkable thoughts. For recall that given Premise 1, we can label distinct thinkable thoughts using each of the natural numbers.
 And from Premise 4, we can show that for every set S of thinkable thoughts, there is a set of thinkable thoughts that is one-to-one with the powerset of S. To see this, consider that for every subset of S, there is a disjunctive thought that uniquely corresponds to that set, namely the disjunctive thought whose disjuncts are the members of that set. Since every such disjunctive thought is thinkable (Premise 4), there is a set of thinkable thoughts whose members are one-to-one with the set of subsets of S. Since the set of subsets of S is the powerset of S and since the powerset of every set S has higher cardinality than the cardinality of S, there is no n such that n is the cardinality of the set of the thinkable thoughts. 

Yet, the obtainable types of physical states can be grouped into a set whose cardinality is n for some n (Premise 5). It follows that there are more thinkable thoughts than obtainable types of physical states.

Trouble for Supervenience

So far I have argued for the conclusion that there are more types of thinkable thoughts than types of physical states. I will now point out an important implication the conclusion has for Strong Supervenience. Following Kim,
 we can formulate the supervenience thesis like so: 

(ST) Necessarily, for any mental state type, M, if any object x has M, then there exists a physical state type P, such that x has P, and necessarily anything having P has M.   

(ST) is false if there are more non-interdependent thinkable thoughts than obtainable physical states. For then there are too many thinkable thoughts for each one to correspond to a unique physical base. If all thoughts must be physically realized, then some physical bases must realize multiple thoughts. But the sets of thoughts with which we are concerned consist of members that are not necessarily interdependent upon other members. For example, one could think that A or B, without thinking that A or B or C.
 Therefore, it can’t be the case that all thinkable thoughts correspond to unique physical bases. (ST) is false.   

To sum up, thoughts—unlike physical states—are the sort of creatures that can be combined by logical connectives. And these logical connectives can be used to produce more thinkable thoughts than obtainable physical states. If that’s correct, then logical connectives in thinkable thoughts do not necessarily supervene upon relations between physical states.
, 
 

� It may be helpful to analyze a thought T as an abstract proposition P.  Then, T is thinkable just in case it is possible for a mind to entertain or grasp P.  However, the argument of this paper can be stated in terms of various metaphysical frameworks. I’ll leave it to the reader to see if it can be stated in terms consistent with whatever framework she prefers.


� In the spirit of so-called ‘experimental philosophy’, I performed surveys at philosophy conferences: most of those surveyed admitted to having the intuition that necessarily, if a thought T is thinkable, then a slightly more complicated thought about T should also be thinkable.


� For a defense of the reliability of modal intuitions, see George Bealer, “Modal Epistemology and the Rationalist Renaissance,” Conceivability and Possibility, eds. Tamar Gendler and John Hawthorne (Oxford: Oxford University Press, 2002), 71-125.


� Phenomenal conservatism is generally a good principle to follow, however: if it seems to you that P, and you are not aware of undefeated defeaters for P, then you are justified to believe P. Our modal intuitions should be considered innocent until proven guilty, it seems to me.


� The inductive proof is only sound for predicates that are not vague, and one might wonder if ‘is thinkable’ is a vague predicate.  For example, the predicate ‘is a heap of sand’ appears to be vague.  As a result, even though for every n, if n bits of sand fails to be a heap, then n + 1 bits of sand fails to be a heap, the conclusion that there is no n such that n bits of sand counts as a heap does not follow.  After all, if there are heaps of sand, surely at least some of them contain a finite number of bits of sand.  But even if mathematical induction fails for vague predicates, there is at least one good reason to think that the predicate ‘is thinkable’ is not vague.  The reason is that a thought’s being thinkable does not depend upon its instantiating a certain degreed property, whereas a heap of sand exists only if sand of some degreed amount exists.  Vagueness creeps in when there is no precise amount of sand required for the sand to count as a heap of sand.  By contrast, ‘is thinkable’ or ‘is not thinkable’ can be predicated of a thought no matter what degreed properties may or may not be instantiated by it.  So although it may be indeterminate whether a given collection of sand is or is not a heap, it cannot be indeterminate whether a given thought is thinkable.  A thought is either thinkable or not.  Hence, ‘is thinkable’ does not appear to be a vague predicate. 


� When consulting one’s modal intuitions concerning the possibility or impossibility of a proposed state of affairs, it’s important to have the right state of affairs in mind. This is often difficult to do. One must take care to bring to mind the very state of affairs in question, rather than similar or even logically equivalent ones.  In the case of premise 4, the state of affairs that I propose we consider is a rather complicated one (at least I can’t find a very simple sentence to express it), and it takes a certain amount of careful attention to adequately grasp it. The state of affairs can be expressed like so: there’s being a thought all of whose disjuncts are members of a collection of thinkable thoughts, for every collection of thinkable thoughts. If you manage to get that state of affairs and only that state of affairs before your mind, then ask, does it seem that that state of affairs could obtain? Intuitions may vary. But I suspect that at least a few who manage to get the right state of affairs before their mind will find some intuitive support for its possibility. I’ve put my suspicion to the test: at the 58th Northwest Philosophy Conference, I asked an audience if the above state of affairs seems possible.  A significant majority raised their hands to indicate that they thought so. 


� Kim, for example, appears to be committed to the possibility of infinite disjunctive thoughts given his reliance on the possibility of infinite disjunctive and conjunctive property instances in an argument that a very strong supervenience thesis is required for psychophysical dependence.  See Jaegwon Kim, “Concepts of Supervenience,” in Supervenience and Mind: Selected Philosophical Essays (London: Cambridge University Press, 1993), 73. 


� The question can with equal force be asked with respect to a boundary between infinite cardinalities of different sizes.


� To be clear, we are not interested in how many different types of physical states could obtain together.  Rather, we are interested in how many different types of physical states could individually obtain.


� My calculation of the number of such properties is unaffected if dispositional properties are considered extrinsic.


� There’s no need to add to our count every negative and disjunctive physical property, such as being not triangular, since such properties won’t add to the total number of types of physical states. They are entailed by the properties we are counting.


� I’m assuming the Continuum Hypothesis. One can drop that assumption by spelling out the argument in terms of בֿ, where בֿ0 = 0 = cardinality of the set of natural numbers, and בֿα = 2בֿα –1; however, I’ll stick with for ease of presentation.


� Specifically, we label the thought that T with the number 1, the thought that T is thinkable with the number 2, the thought that ‘T  is thinkable’ is thinkable with the number 3, and so on.


� Kim, “Concepts of Supervenience,” 65.


� Of course, it would be irrational for someone to simultaneously think that A or B and that not A or B or C. But that is no challenge to my argument because (a) one could lack the thought that A or B or C without also thinking that not A or B or C; (b) irrational minds are possible; and (c) we could restate my argument in terms of rational sets of thoughts.


� One might wonder whether some thinkable thoughts, such as those had by humans, might necessarily supervene upon types of physical states or functions of such states, even if not all possible thoughts do. Call this view Limited Supervenience. Limited Supervenience amounts to the view that there can be thoughts that are not necessarily supervenient upon the physical but are disjunctions of thoughts that are necessarily supervenient upon the physical. I don’t know how plausible such a view is and don’t know whether anyone holds it. If a thought such as ‘T’ is silly is essentially physically-based, shouldn’t any long disjunctive thought built-up from it (e.g. ‘T’ is silly or ‘T is silly’ is silly or…) also be essentially physically-based? Shouldn’t the fundamental kind of thing upon which a thought depends be unaffected by the quantity of disjuncts in the thought? These are questions for an advocate of Limited Supervenience to consider.


� Thanks to …for helpful comments on the argument in this paper. 
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