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Abstract—The graphing and computational capabilities of Mathematica provide a quick and visual route
to evaluating various characteristics of pseudo-random number generators. This paper is a tutorial on using
some simple statistical and graphical techniques for studying the output of such generators. In addition, a
simple congruential generator with modulus 7, whose output is shown to be reasonably uniform and
independent (according to the tests described here), is introduced.

1. INTRODUCTION

The ability to construct a sequence of random numbers
is crucial to a variety of computing tasks, from design-
ing arcade games, to generating fractals, to using
Monte Carlo techniques. The graphing capabilities of
Mathematica (a software package for solving a variety
of mathematical problems in algebra, graphics, statis-
tics and calculus) [1] provide a quick, visual route
to evaluating some of the characteristics of pseudo-
random number generators. This paper is a tutorial on
some simple statistical techniques for testing the out-
put of such generators.

The study of the practical and theoretical aspects
of the generation of random numbers dates at least
back to the invention of dice. In this century, a number
of tables of random digits were produced from census
figures (by L. H. C. Tippett in 1927) and by other
means (such as the machine ERNIE in the 1930s)
[2]. Only in the past few decades has this area of
research taken leaps forward with the advent of fast
electronic computers and various stochastic modelling
programs needing good algorithms for generating se-
quences of random numbers.

Only such physical processes as the decay of the
nucleus of a radioactive element, the selection of a
colored ball from a well-stirred container of different
colored balls, and the noise in an electronic circuit are
technically considered random events. However, the
amplitude of several components of electronic noise
are now known to depend on the frequency of the
signal. Thus the distinctions between random and
pseudo-random numbers will be left to the theoreti-
cians. In the remainder of this article, the usual con-
vention of using the term ‘‘random number’’ to refer
to an element of a sequence of pseudo-random num-
bers generated by a numerical algorithm will be fol-
lowed[3].

In this paper, I limit my discussion to random num-
bers on the interval [0, 1) and to algorithms that ap-
proximate a sequence of statistically independent ran-
dom numbers distributed uniformly over this interval.
First, I examine tests of the uniformity of the distribu-
tion of a sequence of random numbers. Then I look
at several techniques for probing how independent any
element of a random number sequence is from the
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preceding and following elements of that sequence.
The output from several random number generators
will be explored including that from congruential gen-
erators with integer parameters, a generator with an
irrational modulus, the RND function in BASIC on a
Commodore 64, and the Random[ ] function in Math-
ematica.

2. LINEAR CONGRUENTIAL GENERATORS
Linear congruential random number generators[4,
5] produce a sequence of non-negative numbers in [0,
1), {U:}, where
X;

(aX;_, + c)mod M (1)

(2)

I

U, =X//M

and the multiplier a, the shift ¢, modulus M, and seed,
X,, are integers in the range [0, M — 1]. Press[3]
refers to these generators as ‘‘quick and dirty”’ since
the necessary code requires only a couple lines in a
FORTRAN program.

A number of choices for parameters (for ‘‘good’’
and ‘‘bad’’ generators) are presented in several
sources[2—8]. As a running example to show my
testing techniques, a generator labelled as a ‘‘Linear
Congruential Generator eXample’” (LCGX) will be
used. The LCGX has ¢ = 157, ¢ =1, Xy, =2 and M
= 2048. Other examples will be examined after the
tests have been developed.

3. TESTS FOR UNIFORMITY OF THE DISTRIBUTION

3.1. Bar chart plots

There are a number of nonuniform distributions of
random numbers that are useful in the physical sci-
ences, computer science and mathematics. However
in an electronic computer these are generally approxi-
mated starting with a uniformly distributed random
number generator[3]. So to limit the scope of this
article, I restrict the discussion to uniformly distrib-
uted sequences of random numbers.

A finite set of uniformly distributed numbers is one
in which each possible number has an equal probabil-
ity of occurring in the set[2]. Since the interval of
study is infinite and the random number sequences are
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Fig. 1. Bar chart of the counts of random numbers, for the first

500 numbers produced by the linear congruential generator

example (LCGX) described in the text, in each of ten equal
subintervals in the interval [0, 1).

finite, this definition can be tested by subdividing the
range of the random number sequence into equal sub-
intervals and counting the number of elements in each
such subinterval. As the sample size of the sequence
gets larger, the interval can be divided into smailer
and smaller subintervals. A simple bar chart will help
in visualizing the degree of uniformity of the random
number sequence.

Loading a graphics package in Mathematica will
enable the displaying of bar charts. Two statistical
packages will also be loaded for later use.

In[1] :=
({Graphics” Graphics®
{{Statistics " DescriptiveStatistics®
{{Statistics* HypothesisTests"

Next, a list of 6144 random numbers is created as
output by the LCGX. The operator Short[] provides
a shortened printing of a list (array) in Mathematica.
In the case below, only the first sixteen elements and
the last eight elements are printed. The remaining 6120
numbers in the middle of the list are represented by
“{(6120))."

Inf3] :=
ptsmax = 6144; rnd = 2;
Short{ran = Table[rnd = Mod[N[157 rnd +
1}, 2048];
rnd/2048,{i,ptsmax }],6]

Out{4]//Short=

{0.153809, 0.148437, 0.305176, 0.913086,
0.35498,  0.732422, 0.990723, 0.543945,
0.399902, 0.785156, 0.27002,  0.393555,
0.788574, 0.806641, 0.643066, 0.961914,
((6120)), 0282715, 0.386719, 0.715332,
0.307617, 0296387, 0.533203, 0.713379,
0.000976562 }

A function is then defined that will pick different
quantities of these numbers as are suitable for the
various tests to be performed.

In[5] :=
rd[x_] := (ranl = Take[ranx];pts = x;)

The first 500 numbers in this list are then selected,
sorted into ten subunits in the interval [0, 1), and
plotted in a bar graph (Fig. 1).

In[6] :=
rd[500];
rs = Sort[ran];
j = 1; subint = 0.1;
nint = Table[1,{1/subint}]; nint[[1]] = 0;
Do[Hf[rs[[i]]1<(j subint), nint[[j])=nint[[j]]
+1,j=j+11,
{i,pts}]; nint
Out[124]=
{50, 54, 55, 56, 51, 44, 49, 51, 43,47}
In[125] :=
BarChart[nint ]

The flatness of the histogram in Fig. 1 will be tested
later with a chi-squared procedure. What happens
qualitatively to the flatness of the plot if more random
numbers are included?

In[126] :=
pts = 2000; rnd = 2;
ran = Table[rnd = Mod[N[157 rnd + 1],
20481;
rnd/2048,{i,pts}];
rs = Sort[ran];
j = 1; subint = 0.1;
nint = Table[1,{1/subint}]; nint[[1]] = 0;
Do[If[rs[[i]1<(j subint), nint[[j]]=nint[[j]]
+1,j=j+11,
{i,pts}]; nint
Out[131]=
{203, 201, 201, 197, 200, 197, 198, 198, 203, 202 }
In[132] :=
BarChart[ nint ]

The resulting histogram for 2000 points (Fig. 2)
appears even flatter than that for 500 points. In fact
its flatness is misleading since the generation of 2000

200

150

100

50

4 . . =

Fig. 2. Bar chart of the counts of random numbers, for the
first 2000 numbers produced by the LCGX, in each of ten
equal subintervals in the interval [0, 1).
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numbers brings the generator very close to completing
one cycle. The quantity of random numbers produced
by a generator before it repeats the whole sequence is
called the period of the generator. Even bad linear
congruential generators should produce a uniformly
flat histogram during any complete period. This will
be more fully explored later.

3.2. Mean and standard deviation of the sequence
Can the uniformness of the distribution of random
numbers in a sequence be quantified? Certainly Math-
ematica can calculate the mean and standard deviation
of a sequence of random numbers with the package

Statistics” DescriptiveStatistics .

In[17] :=

u = Mean[ranl]

sigsq = StandardDeviation[ran1]"2
Out{i7]=

0.485846
Out{18]=

0.0816118

For a uniform infinite distribution in the interval [0,
1), u should be } and ¢ should be . For a uniform
finite sequence of 2000 numbers, these values can be
calculated in Mathematica.

In[19] :=
theory = Table[N[x/2000], {x,0,1999}];
utheory = Mean[theory]
sigsqtheory = StandardDeviation[theory]”"2
Out[20]=
0.49975
Out[21]=
0.083375

So it appears, from a comparison of the sample y
and o with the above theoretical values, that the out-
put from the LCGX is adequately uniform (but re-
member that it is abnormally so because of having
nearly completed one period).

This can be quantified further by using a chi-
squared test or the Kolmogorov-Smirnov test[5, 9].
In using the x? test, the null hypothesis is assumed,
i.e., the experimental numbers and the theoretical
numbers are assumed to be drawn from the same set,
and thus any differences between the two are due to
chance alone. A large value of y? means that this
null hypothesis can be rejected with some level of
confidence. x” can be calculated for frequencies of
numbers in subintervals by summing up the quantity
(observed frequency-expected frequency ) */(expected
frequency) for each subinterval. x? values can be
readily calculated in Mathematica.

In[146] :=
expect = pts subint
chisq = Apply[Plus, (nint — expect)”2/expect]
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Out[146]=
200.

Out[147]=
0.25

The meaning of this value of x * can be investigated
by finding the probability of this value arising from
pure chance selection. The Mathematica package, Sta-
tistics* HypothesisTests™, must be loaded to quickly
calculate this quantity.

In(181] :=

ChiSquarePValue| chisq,1/subint-1]
Out[181]=

OneSidedPValue — 1.48902 10°¢

ChiSquarePValue[] is a hypothesis test which
gives as output a probability that the value of x>
(given the number of degrees of freedom) could be
as large as it is if the hypothesized model is true and
the deviations are due to random errors[11]. In this
particular case, the degrees of freedom for this model
are given by the term (1/subint-1) = (1/.1) — 1 =
9. This test is implemented such that the output ranges
from O to 0.5 and back to O again instead of from 0
to 1. So for small p-values associated with small x>
values, the p-values need to be subtracted from 1 to
match the usual table of x? values [e.g., 9]. In the
above calculation, the table p-value is really
0.9999985.

One must take care when interpreting this value of
probability in the x? test because 2000 points are near
one complete period for the LCGX. Morgan[10] has
suggested that some generators may have too good of
a fit as well as some may have too poor of a fit.
In addition, if the output from a linear congruential
generator such as the LCGX is studied for one full
period, then x? will equal zero since the actual fre-
quency of numbers in each subinterval will be equal
and will match the expected frequency[5]. The period
of a linear congruential generator will need to be
looked at more closely.

3.3. Periodicity of the generator

The theoretical periods over which different types
of linear congruential generators repeat their sequence
of numbers have been extensively studied and deter-
mined[2]. The LCGX is a full-period generator, and
thus its period is equal to its modulus, 2048. The bar
chart for a sequence of 2000 numbers should therefore
appear nearly flat.

Fast Fourier transforms (FFT) can be used to study
the periodicity of a data set and are readily calculated
and plotted using Mathematica. To make certain that
the first term does not dominate the output, the mean
of the sequence (theoretically this is 0.5) must be
subtracted from each random number. The first term
is simply the sum of all of the elements of the sequence
divided by the square root of the number of elements
in the sequence, i.e., in this case, the mean value of
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Fig. 3. Fourier coefficients calculated using Fast Fourier
Transforms indicating the periodic structure of the random
number sequence (6144 elements) generated by the LCGX.

the sequence (0.5) multiplied by Sqrt[6144] which
is approximately 39. (See Wolfram[12] for the form
of the equation that Mathematica uses to calculate
the FFT.)

In[33] :=
ListPlot[ Abs[Fourier{ran-.5]],
PlotJoined—True,
PlotRange— {{0,pts/2},All}]

Only half of the FFT is plotted, since, due to
aliasing, the other half contains no new information
on the periodicity of the random number sequence.

The structure in this plot (Fig. 3) indicates that
there is more periodicity in the output of the LCGX
than just its full period of 2048. In fact the Fourier
coefficients for several other periods are just as large
as that for 2048. The solid section at the bottom of
the graph arises from the fact that some periods are
not present at all in the sequence and thus have a value
of zero. Connecting all 3072 points, including the
zeros, on one graph makes this apparent solid region.
This periodic structure is actually an indication that
each number is not as independent as had been hoped.
Better random number generators appear to have some
contribution from most all of the possible periods.
Thus, since there will be no periods with Fourier coef-
ficients of zero, the dark region will appear suspended
in the middle of the graph. These better generators
also have smaller Fourier coefficients, often 0.6 or
less.

4. TESTS FOR INDEPENDENCE

4.1. Plots of 2- and 3-tuples

If the individual numbers in a sequence of random
numbers are uniformly spread over the interval, the
sequence is then said to be ‘‘1-distributed.”” But as
seen above, a sequence can be uniform and still not
be very random. So, one can check to see how inde-
pendent one number in the sequence is from its prede-
cessor. In other words, is the sequence ‘‘2-distrib-
uted’’? A plot of {(U;, U,,,)} will give a visual indi-
cation of any such dependence. Similarly, a plot of
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Fig. 4. Plot of 5000 random numbers in the order in which
the LCGX generated them already suggesting a lack of ran-
domness.

{(U;, Ui sy, Uiyz) } will show how close to being “‘3-
distributed’’ a sequence of random numbers is.

Before looking at the plots of the 2-tuples and 3-
tuples (as these pairs and triplets are called), a plot
of the random numbers in the order of their generation
may show us some lack of randomness even at the 1-
distributed level.

In[37] :=
rd[5000];
ListPlot[ranl]

Fig. 4 demonstrates that the output from the LCGX
already shows structure at the 1-distributed-level indi-
cating that each random number generated depends
closely on the previous number generated. The plots
of the 2-tuples and 3-tuples (Figs. 5 and 6) shows
even more definite structure.

In[40] :=
ListPlot[ Transpose[{ Drop[ranl,
[ranL1]}]]

In{41] :=
Show[ Graphics3D[Map|[ Point,
3, 11111

—1], Drop

Partition[ranl,

Note that the Partition[] function could have been
used to generate the 2-tuples as well as the 3-tuples.

Fig. 5. Graph of the 2-tuples for the 5000 random numbers
generated by the LCGX.
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Fig. 6. Cartesian plot of the 3-tuples for the S000 random
numbers generated by the LCGX.

However, the formalism using Drop[] is at least as
fast, and it provides an alternative coding example.

Generators of the LCGX type show structure at the
2, 3 and higher tuple level. The better generators of
this type do not show obvious structure at the 1-distrib-
uted-level and have less distance between the hyper-
planes containing the tuples. Much work has been done
on this topic, called lattice structure analysis[4, 5 and
refs. therein].

One interesting fact concerning the linear congru-
ential generators is that if the period of the generator
is N, then there can only be N k-tuples for any k.
Thus a generator with a near infinite period will have
a chance of having little or no lattice structure. This
can be observed in several of the generators examined
later.

4.2. Spherical plots of 3-tuples

An alternative way of displaying the 3-tuples is to
make a ‘‘noise sphere’’ plot as described by Pick-
over[13, 14]. Each 3-tuple is mapped to spherical
coordinates (instead of cartesian coordinates), and
then a small sphere is placed at each point location.
The coordinate transformation of {(U;, U,,,, U:.,))
to {(ri, 6, di)} is

27U, — 8 (3)
TUis =@ 4)
(Uie)'? = r (5)

To implement this algorithm efficiently in Mathemat-
ica, I converted the spherical coordinates to cartesian
coordinates and made a simple 3D plot instead of
positioning spheres at the points.
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In[19] :=
disp = Table[ th = 2 Pi ranl[[i]];
ph = Piranl[[i+1]];

r = Sqrt[ranl[[i+2]]];
x = r Cos[th] Sin[ph];
y = r Sin[th] Sin[ph];
z = r Cos[ph];
Point[N[{x,y,z}1],
{i,pts—2}1;

In[20] :=

Show|[ Graphics3D[disp]]

The various tendrils seen in Fig. 7 are indicative of
a random number generator that has problems with
the independence of a generated number from those
previously produced in the sequence. Sometimes, it
helps to see a 3D graphic from a different perspective.
For this example, the ‘‘noise sphere’” is so highly
structured that little new information is gained, but
the technique coded below (and shown in Fig. 8) may
be useful in other cases.

In[21] :=
Show [ Graphics3D|[disp,
ViewPoint—{0.086, —2.728, 2.000}]]

This type of rotation may be helpful in viewing the
3D Cartesian plots, too. In many instances Pickover’s
“‘noise spheres’” are superior to the Cartesian plots
because they require fewer trial rotations to see any
structure.

4.3. Autocorrelation
The k-tuples plots give information on the local
effects of immediate neighbors. Calculation of the au-

Fig. 7. Graph of Pickover’s ‘‘noise sphere’” for the 5000
random numbers generated by the LCGX using Mathemat-
ica’s default orientation of the 3-D graphic.
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Fig. 8. Pickover’s *'noise sphere’” (Fig. 9) rotated so as to
view more of its structure (accomplished by specifying a
different ViewPoint in the Mathematica code).

tocorrelation of the sequence of random numbers will
give information of a more global nature, i.e., how
much the nature of the sequence of random numbers
as a whole depends on the value of the preceding
member in the sequence. If two data sets, {X } and
{Y}, with zero means exist, then the correlation coef-
ficient between the two sets is given by [9]:

r=ZXY/(EXZY*H)'"? (6)
The correlation coefficient must be in the range —1
= r = 1. The two data sets of interest here would
be the entire sequence of random numbers and the
sequence beginning with one particular element of the
sequence. The autocorrelation of { U; } is the set of all
such correlation coefficients for 0 =i = (N — 1) if
the sequence has N random numbers. The first element
of the autocorrelation is from the sequence correlated
with itself. The second element is the correlation of
the sequence itself with the sequence where the ele-
ments lag by one element, and so forth. A modified
list of random numbers is created by subtracting 0.5
(this theoretical mean is very close to the actual mean
for all of the examples in this paper) from each num-
ber in order to form a series of random numbers with
a zero mean, and an equal number of elements with
a value of zero are added to this sequence (without
affecting the results here) to facilitate later calcula-
tions.

In[22] :=

rd[100];

rm = Join[ranl-.5, Table[0,{pts}]];
In[24] :=

sumsq = Apply[Plus, rm rm];

R. L. BowmanN

Short[ Table[
N[Apply[Plus,Drop[rm,—i] Drop[rm,i]l/
sumsq ],
{isO’Pts_l }9 7]
Out[24]//Short=
{1., 0.0362677, —0.0807374, —0.0497768,
—0.0713839, —0.00412415, 0.300523, 0.131343,
~0.0205783, 0.0311595, —0.185502, —0.0979904,
0.143689, 0.0808925, 0.025406, —0.054287,
0.0410849, ((75)), -0.0365932, 0.00268043,
—0.0140809, 0.00170648, —0.025088, —0.00605305,

—0.00274483, 0.00321278}

The above output is a list of the autocorrelation
coefficients for the first 100 numbers of the sequence
of random numbers under study. Only the first 17
coefficients and the last eight are printed. The re-
maining 75 coefficients are indicated in standard
Mathematica form by the symbol *“({75)).”

The calculation of the autocorrelation can be made
more efficient by using FFTs. Again, the sequence
must have a zero mean, and the results will have to
be normalized by dividing each coefficient by the
zero-lag coefficient since any sequence of numbers
must have perfect correlation with itself, i.e., a correla-
tion coefficient equal to 1. To eliminate end effects
from a sequence that is not periodic, the padding
with zeros is necessary (as was already done in form-
ing rm).

In[27] :=
correl = Chop[InverseFourier[ Abs[Four-
ier[rm]]"2]];
Short[cor = correl/correl[[1]], 7]
Out[28]//Short=
{1, 0.0362677, —0.0807374, —0.0497768,
—0.0713839, —0.00412415, 0.300523, 0.131343,
—0.0205783, 0.0311595, —0.185502, —0.0979904,
0.143689, 0.0808925, 0.025406, —0.054287,
0.0410849, {(175)), —0.0205783, 0.131343,
0.300523, —0.00412415, —0.0713839, —0.0497768,
—0.0807374, 0.0362677}

The two methods generate identical values except,
that in the FFT case, the autocorrelation set is almost
twice as large with a, = a,, a, = a,_,, etc. Obviously
the sequence should have absolute correlation with
itself, hence the zero-lag term has a value of 1. Again,
a plot will help in visualizing the results.

In{29] :=
ListPlot[ Take[cor, pts],
{ PlotRange—All, PlotJoined—True}]

Figure 9 shows the graph of the correlation coeffi-
cients with lines connecting all of the graphed points.

Knuth[2] suggests that the correlation coefficients
(except for the zero-lag value) should be in the range
{—[2/(N = DIIN(N — 3)/(N + D] = [1/(N -
)] to [2/(N — DI[N(N — 3)/(N + D] = [1/(N
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Fig. 9. Autocorrelation coefficients for the first 100 random
numbers generated by the LCGX. Points are connected with
straight lines to aid in visualization.

— 1)]} at least 95% of the time for good generators
where N is the number of random numbers in the
sequence. In the case of the LCGX, this means that
the correlation coefficients should be in the interval
(—0.21, +0.19) for at least 94 of the 99 coefficients.
Only one of the 99 values is outside of this range.
Since the autocorrelation test examines how a se-
quence as a whole correlates to the same sequence
offset by a fixed number of elements, the LCGX does
well on the global scale. However, since the plots
of the 2-tuples and 3-tuples tests how each number
separately correlates with its predecessors, the LCGX
does not do well on a local scale.

5. IMPROVEMENTS
5.1. Shuffling
One modification that can be used to improve the
independence of a random number generator algo-
rithm is to use some form of shuffling{3-5]. This
is essentially a method whereby one random number
sequence is used to shuffle another random number
sequence. This does require more computer code and
therefore is somewhat less efficient.

5.2. “Turning the Crank’’ n times

Another alternative to reducing near-neighbor de-
pendence would seem to be simply to take only every
nth output value from a generator. In other words,
the generator is ‘‘cranked’” » times for every output
random number. This can be simply done in Mathe-
matica using a Do[] loop.

In[9] :=
pts = 5000; rnd = 2;
ran = Table[
Do[rnd = Mod[N[157 rnd + 1],2048],{5}1;
rnd /2048,
{ipts}];
In[12] :=
disp = (material deleted)
In[13] :=

Show|[ Graphics3D[disp]]

Fig. 10 is a plot of the resulting ‘‘noise sphere’’ for
the above example in which only every fifth generated
point is used to form the sequence of random numbers.
The plot suggests that this procedure did not help the
problem of dependency. In fact since LCGX-type of
generators have a finite period, this procedure only
changes the structure of the dependency. It does not
destroy it. Compare this plot with the similar one pre-
viously shown in Fig. 7. (See also Pickover[6].)

5.3. An irrational modulus generator

How would the results change if a noninteger modu-
lus were used? As an example let a = 13, ¢ = 1 and
M = 2m in Egs. (1) and (2). The calculations were
done on a NeXT computer using Mathematica’s de-
fault precision of 16 digits. Only selected data will be
shown. ( The necessary Mathematic coding is the same
as shown earlier for the LCGX generator unless other-
wise noted.)

Since this generator with infinite precision does not
appear to be periodic, its bar chart of 2000 points
(Fig. 11) has more realistic variations than that of the
LCGX near the completion of one period (Fig. 2). The
mean and square of the standard deviation (0.505296,
0.0844273) for these 2000 points are comparable to
the theoretical values (0.49975, 0.083375).

The FFT analysis of this sequence (Fig. 12) shows
less periodic structure than did the corresponding plot
for the LCGX (Fig. 3). The Fourier coefficients are
generally smaller, and essentially all periods contrib-
ute to the resulting sequence of random numbers, i.e.,
very few of the periods have a zero Fourier coefficient
as compared to the coefficients for the LCGX.

Further evidence of the independence of the ele-
ments of the sequence from each other comes from

Fig. 10. Pickover’s *‘noise sphere”’ for the sequence produced
by “*cranking’' the LCGX five times for each random number
generated.



322

1 2 3 4 5 6 7 8 9 10

Fig. 11. Bar chart of the counts of random numbers, for

the first 2000 numbers produced by the linear congruential

generator with modulus 27 (see text for details), in each of
ten equal subintervals in the interval [0, 1).
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Fig. 12. Fourier coefficients calculated using Fast Fourier
Transforms for the first 6144 numbers produced by the linear
congruential generator with modulus 2.

the plot of the random numbers in the order in which
they were generated (Fig. 13). This plot shows less
structure than the corresponding plot for the LCGX.
However, the plots of the 2-tuples (Fig. 14) and the
“‘noise sphere’” plot of the 3-tuples (Fig. 15) all show
obvious structure. The global independence as mea-
sured by the autocorrelation is still within the bounds
described by Knuth[2] and will not be shown here.
Since there is no apparent fixed period for the se-
quence, the “‘n-crank’” technique does help produce
more local independence. Selecting every second

4000

Fig. 13. Plot of 5000 random numbers in the order in which
the linear congruential generator with modulus 27 generated
them,
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1

Fig. 14. Graph of the 2-tuples for the 5000 random numbers
generated by the linear congruential generator with modulus
2m.

0.2 0.4 0.6 0.8

number generated provides a more random appearing
plot of the ‘‘noise sphere’’ (Fig. 16). The results of
all of the other analyses (described earlier for the
LCGX) are also suggestive of a good random number
generator. For example the 2-tuple plot of 5000 points
(Fig. 17) displays no obvious structure.

5.4. A more efficient irrational modulus generator

My search finally led to a generator that does not
require a ‘‘crank’’ to meet the conditions described in
this paper. This generator is similar to the one just
described but witha = 157, ¢ = 1 and M = 7 in Egs.
(1)and (2). The tests for uniformity looked very good
as do those for independence. The x” test gives a
p-value of 1 — 0.41 = 0.59, meaning that the null
hypothesis can be rejected only with 41% confidence.
Different seed values do give slightly different statis-
tics, but at least for seeds (rnd) 0, 1, 2, and 3 all of
the tests were favorable.
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Fig. 15. Graph of Pickover’s ‘'noise sphere’” for the 5000
random numbers generated by the linear congruential genera-
tor with modulus 27.
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Fig. 16. Pickover’s “‘noise sphere’’ for the sequence produced
by ‘‘cranking’’ the linear congruential generator with modu-
lus 27 two times for each random number generated.

Fig. 18. Graph of the 2-tuples for the 5000 random numbers
generated by the linear congruential generator with modulus
7 as described in the text.

As an example of the results of the tests for indepen-
dence, Fig. 18 is the plot of the 2-tuples, and Fig. 19
is a Cartesian plot of the 3-tuples. (A seed value of 2
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Fig. 17. Graph of the 2-tuples for the sequence produced by
‘‘cranking’’ the linear congruential generator with modulus
27 two times for each random number generated.

Fig. 19. Cartesian plot of the 3-tuples for the 5000 random
numbers generated by the linear congruential generator with
modulus 7.

was used to form a sequence of 2000 random num-
bers.) The plot of the autocorrelation (Fig. 20) also
supports the acceptability of this generator.

5.5. Other generators

As a point of comparison, the output from Mathe-
matica’s own Random([ ] function and the output from
the RND function in BASIC on the Commodore 64
will be studied. Pickover[13] shows a ‘‘noise sphere’’
for output from IBM-PC BASIC Version A2.10 which
shows definite structure and thus local dependency.
However, the Commodore 64 BASIC did not show
any obvious structure in a similar plot. Its x? test
for a 2000-number sequence gave a p-value of 0.14,
meaning that the null hypothesis can be rejected only
at the 86% confidence level. And in the tests of inde-
pendence, it did as well as the best generator above.

The output from Random{] in Mathematica also
looked good when subjected to all of the above tests.

Fig. 20. Autocorrelation coefficients for the first 100 random

numbers generated by the linear congruential generator with

modulus 7. Points are connected with straight lines to aid in
visualization.
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But interestingly, its appearance in these tests was no
better than that of the best irrational modulus generator
and the C-64 BASIC generator in these tests. Of
course, there are additional tests, not discussed in this
tutorial, which may be conducted to assess the quality
of these random number generators.

6. CONCLUSION

The graphical and computational capabilities of
Mathematica make it an excellent choice for visualiz-
ing the randomness (or lack thereof) of a sequence of
numbers that is the output of a particular random num-
ber generator. Some of the limitations of linear con-
gruential generators with integer parameters were
readily observable with these techniques. However a
congruential generator with a modulus of 7 did very
well in the tests outlined here and will hopefully be of
use to others needing a quickly programmable random
number generator. The generators used by Marhemat-
ica and Commodore 64 BASIC also equally passed.

There are many more tests that could be applied to
the generated sequences|[5]. Students and researchers
may wish to investigate the use of such tests when
programming in Mathematica.
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