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Multiple modality biometric approaches are proposed integrating two-dimensional

face appearance with ear appearance, three-dimensional face shape, and the pat-

tern of heat emission on face. A single source biometric recognition method, such

as face, has been shown to improve its identi�cation rate by incorporating other

biometric sources. The investigation of multi-modal biometrics involves a variety

of sensors. For the recognition task, each sensor captures di�erent aspects of hu-

man facial features; for example, appearance representing the levels of brightness

on surface re
ectance by a light source, shape data representing depth values de-

�ned at points on an object, and the pattern of heat emitted from an object. The

results of our multiple biometric approach shown in this investigation appear to

support the conclusion that the path to higher accuracy and robustness in biomet-

rics involves the use of multiple biometrics rather than the best possible sensor and

algorithm for a single biometric. A new evaluation scheme is designed to assess

the improvement gained by multiple biometrics. Because multi-modal recognition

employs multiple samples of facial data, it is also possible that the improvement

achieved over considering multiple samples from all modalities for recognition.

Therefore, this evaluation scheme will determine the recognition accuracy gained

by multiple modality approach and multiple sample approach.



Kyong I. Chang

Also, a new algorithm for 3D face recognition is proposed for handling ex-

pression variation. It uses a surface registration-based technique for 3D face

recognition. We evaluate and compare the performance of approaches to 3D face

recognition based on PCA-based and on iterative closest point algorithms. The

proposed 3D face recognition method is fully automatic to use to initialize the 3D

matching. The evaluation results show that the proposed algorithm substantially

improves performance in the case of varying facial expression. This is the �rst

study to compare the PCA and ICP approaches to 3D face recognition, and the

�rst to propose a multiple-region approach to coping with expression variation in

3D face recognition. The proposed method outperforms 3D eigenfaces when 3D

face scans were acquired in di�erent times without expression changes and also

with expression changes.
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CHAPTER 1

A SURVEY OF 3D FACE RECOGNITION AND MULTIPLE BIOMETRICS

METHODS

1.1 Introduction

Evaluations such as the Face Recognition Vendor Test 2002 [66] make it clear

that the current state of the art in face recognition is not yet su�cient for the

more demanding applications, such as surveillance at airports or border crossings

1. However, biometric technologies that currently o�er greater accuracy, such as

�ngerprint and iris, require much greater explicit cooperation from the user. For

example, �ngerprint requires that the subject cooperate in making physical con-

tact with the sensor surface. This raises issues of how to keep the surface clean and

germ-free in a high-throughput application. Iris imaging currently requires that

the subject cooperate to carefully position their eye relative to the sensor. This

can also cause problems in a high-throughput application. Thus it appears that

there is signi�cant potential application-driven demand for improved performance

in face recognition.

The term \face recognition" is used informally to refer to two di�erent applica-

tion scenarios, one of which is called \recognition", \identi�cation," or \1-to-many

1This chapter is based on the paper, \A Survey Of Approaches To Three-Dimensional Face
Recognition", presented at in International Conference on Pattern Recognition, 2004.
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matching," and the other of which is called \authentication", \veri�cation" or \1-

to-1 matching." In either scenario, face images of known persons are initially

enrolled into the system, and this set of persons is sometimes referred to as the

\gallery." Later, images of these or other persons are used as \probes" to match

against images in the gallery. In a recognition scenario, the matching is one-to-

many, in the sense that a probe is matched against all of the gallery to �nd the

best match above some threshold. In an authentication scenario, the matching

is one-to-one, in the sense that the probe is matched against the gallery entry

for a claimed identity, and the claimed identity is taken to be authenticated if

the quality of match exceeds some threshold. The recognition scenario is more

technically challenging than the authentication scenario. One reason is that in a

recognition scenario a larger gallery tends to present more chances for incorrect

recognition. Another reason is that the whole gallery must be searched in some

manner on each recognition attempt.

Most research results are presented in the context of either recognition or

authentication, but the core 3D representation and matching issues are essentially

the same. In fact, the raw matching scores underlying the cumulative match

characteristic (CMC) curve for a recognition experiment can readily be tabulated

in a di�erent format to produce the receiver operating characteristic (ROC) curve

for an authentication experiment. The CMC curve summarizes the percent of

a set of probes that is considered to be correctly matched as a function of the

match rank that is counted as a correct match. The rank-one recognition rate is

the most commonly stated single number from the CMC curve. The ROC curve

summarizes the percent of a set of probes that is correctly authenticated as a

tradeo� against the percent that is incorrectly denied authentication. The equal

2



error rate (EER) is the most commonly stated single number from the ROC curve.

The EER is the point on the ROC curve at which the false accept rate (FAR) is

equal to the false reject rate (FRR). This is the point at which the false accept

rate and the false reject rate are the same.

The vast majority of face recognition research, and all of the major commercial

face recognition systems, use normal intensity images of the face. We will refer to

these as \2D images." In contrast, a \3D image" of the face is one that represents

three-dimensional shape. A distinction can be made between representations that

include only the surface of the face and those that include the whole head. In this

distinction, the face surface would be \2.5-D" and the whole head would be 3D.

We will ignore this distinction here, and refer to the shape of the face surface as

3D.

The 3D shape of the face is commonly sensed in combination with a 2D in-

tensity image. In this case, the 2D image can be thought of as a \texture map"

overlaid on the 3D shape. An example of a 2D image and the corresponding 3D

shapes represented in di�erent views are shown in Figure 1.1, with the 3D shape

in the form of points de�ned as depth measurements from a sensor and in the

form of a shaded 3D model. A \depth image," also sometimes called a \range

image," is an image in which the pixel value re
ects the distance from the sensor

to the imaged surface. A range image, a shaded model, and a wire-frame mesh

are common alternatives for displaying 3D face data. A recent survey of face

recognition research is given in [88], but does not include research e�orts based

on matching 3D shape. Here, we focus speci�cally on algorithms that match 3D

shape descriptions. We are particularly interested in 3D face recognition because

it is commonly thought that the use of 3D has the potential for greater recogni-
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2D intensity 3D points

3D mesh 3D surface

Figure 1.1. Example 2D appearance image and di�erent representations
of the 3D data of the same person
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tion accuracy than the use of 2D. For example, one paper states - \Because we

are working in 3D, we overcome limitations due to viewpoint and lighting varia-

tions" [58]. Another paper describing a di�erent approach to 3D face recognition

states - \Range images have the advantage of capturing shape variation irrespec-

tive of illumination variabilities" [43]. Similarly, a third paper states - \Depth and

curvature features have several advantages over more traditional intensity based

features. Speci�cally, curvature descriptors 1) have the potential for higher accu-

racy in describing surface based events, 2) are better suited to describe properties

of the face in a areas such as the cheeks, forehead, and chin, and 3) are viewpoint

invariant" [39].

1.2 Survey of 3D Face Recognition

This section reviews 3D (only) face recognition methods. Face recognition in

computer vision can be described as an instance of the object recognition problem.

In the early 1980’s, as range sensors that acquire depth information became avail-

able, the level of expectation for good solutions to the object recognition problem

increased in the computer vision research community. There is a growing interest

in 3D face recognition in biometric community. There are several reasons: (1) cost

reduction in 3D sensors as well as increase in computing power to process 3D data,

(2) certain limitations shown in 2D image based approaches and (3) integration

of 3D into an existing biometric system to improve recognition accuracy. The

availability of depth information of a scene would only seem to provide additional

information that can be exploited to solve the problem.

Early work on 3D face recognition was done over a decade ago, e.g. [20, 39, 53,

62]. Recent years have seen a huge growth of interest in this area, as evidenced in

5



Tables 1.1, 1.2, 1.3 and 1.4. However, the amount of published work on 3D face

recognition is still small relative to the enormous body of work dealing with face

recognition using 2D intensity images. We have attempted to identify and discuss

only the most recent and readily accessible publications.

The similar level of expectation as was seen previously in the object recogni-

tion community can be observed currently in the biometric research community.

Several assertions about the advantage of 3D over 2D in the context of face recog-

nition include ’pose invariance’, and ’illumination invariance’. However, one of

the critical elements of 3D data is sensing, and issues in sensing have generally

been overlooked when claiming such advantages.

Cartoux et al. [20] introduced 3D face recognition by the independent use

of 3D face and pro�le. They do not combine these modes explicitly; rather, the

pro�le is used to aid the overall process for face matching. At �rst, a symmetry

plane of the face along the nose tip is detected and pro�les (line intersecting to face

plane) are obtained. The location of a pro�le is iteratively re�ned to produce the

necessary transformation matrix later used for face matching. The separate results

are presented using pro�le (curve) matching and then face (surface) matching

using the nearest neighbor of each face surface. They claim that 100% accuracy is

achieved for their dataset and that the performance is a�ected by quality of data

more in pro�le than in frontal face.

Lee and Milios proposed to represent faces by Extended Gaussian Images (EGI)

for matching two face surfaces [53]. Faces are segmented by signs of principle

curvatures into a set of convex regions (nose, cheek, chin and forehead), where

an EGI is de�ned. Using the correlation coe�cient of two EGIs, the similarity

is measured during matching. They used an OR rule to determine the correct
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TABLE 1.1

3D FACE RECOGNITION STUDIES

Source (year) No. of No. of Data Reported Sensor

subjects images variations performance type

Cartoux (’89) 5 18 training None 100% range

[20] (3{4 ea.) sensor

Lee (’90) 6 6 None not range

[53] reported sensor

Gordon (’91) 26 train 26 train None 100% cyberware

[38] 8 test 24 test

(3 ea.)

Nagamine (’92) 16 160 None 100% range

[62] (10 ea.) sensor

Achermann (’97) 24 120 train 5 Not range

[4] 120 test poses reported sensor

(5 ea.)

Chua (’98) 6 24 4 85% range

[30] (4 ea.) expr. sensor

Tanaka (’98) 37 37 None Not range

[77] reported sensor

Hesher (’03) 37 222 6 97% range

[44] (6 ea.) expr. sensor

Lao (’00) 10 360 9 poses & 91% 3-camera

[52] (4 ea.) 2 illum. stereo
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TABLE 1.2

3D FACE RECOGNITION STUDIES (CONT.)

Source (year) No. of No. of Data Reported Sensor

subjects images variations performance type

Lee (’03) 35 70 time 94% at range

[54] (2 ea.) Rank-5 sensor

Medioni (’03) 100 700 7 98% 2-camera

[58] (7 ea.) poses stereo

Moreno (’03) 60 420 3 expr. & 78% range

[61] (7 ea.) 3 poses sensor

Pan (’03) 30 360 pose 3 to 7% range

[64] EER sensor

Xu (’04) 120 720 expr. 96% on 30 range

[86] 72% on 120 sensor

Russ (’04) 200 468 time 98% on 200 range

[72] sensor

Lu (’04) 18 113 expr. & 96% range

[55] poses. sensor
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matching among those convex regions.

Gordon [38] proposed geometrical features (principal curvatures), surface de-

scriptors (ridge lines and valley lines) and structural descriptors (location, width

and height) to characterize a face being modeled as a surface. Also, umbilic points

(points on a surface at which the curvature is the same in any direction) have been

calculated to obtain rich information to describe the human face. Depth template

comparison and feature di�erence comparison are applied on both source and tar-

get surfaces. The volume di�erence is calculated to decide the identi�cation of

the subject in question. With such sophisticated features, rather limited experi-

mentation is reported in the evaluation. It is not clear, however, how the method

automatically locates the eyes starting from a nose position.

Nagamine et al. proposed a 3D face identi�cation method using the curves

formed by intersections of vertical plane, horizontal plane and cylinder on the face

surface [62]. After averaging nine images (out of ten available) for each subject,

feature vectors consisting of section curves are extracted. In matching, Euclidean

distance is computed to match a feature vector set of the averaged image against

all others. While both the vertical pro�le and circle around the nose show 100%

accuracy, the horizontal pro�le performs at 96.3% recognition rate. The location

of pro�le needs to be accurately and repeatedly extracted for such an approach

to be considered robust.

Achermann et al. compared the use of Eigenface and Hidden Markov Model

(HMM) methods on range images [4]. The motivation of this study is to make

a face recognition system invariant to illumination changes or visual appearance

changes using 3D range data where shape representations for a face are possible.

Upon having 3D range data points from two views, one view is merged into the
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other one using a \z-bu�ering" technique. In the experiment, 24 subjects with 5

di�erent angle views were compiled. The result shows that the eigenfaces method

in range images performs better than the HMM method.

Chua et al. utilized \point signature - representation for free-form surface"

measures to characterize a surface constructed from a 3D human face [30]. The

proposed method �rst registers faces with di�erent expressions by using point

signatures in the rigid surface region in a face. This is due to the fact that

point signature represents 3D rigid objects. Once the model is constructed, an

adaptive threshold is used to classify a given surface area as rigid or non-rigid.

As a matching process, the point signatures are compared as a voting scheme in

order to verify the observed model among others in the model database.

Tanaka et al. treat 3D face recognition as a 3D shape recognition problem

with free-form curved surfaces [77]. Each 3D face is represented by an Extended

Gaussian Image (EGI) and transformed into a set of 3D vectors with correlation

in which the principal curvatures and the directions are contained. The points

being calculated are sampled at high curvature values (12% of total surface points)

and are shown to be e�ective. Two unit shares are constructed by minimum and

maximum curvatures. Similarity measures use Fisher’s spherical correlation in the

matching process. They claimed that the method is robust to external factors such

glasses, facial hair or hair style. The reported results were not clearly stated for

those 37 subjects. However, they report that the average similarity for a correct

match is 44% and for incorrect matches is 13%.

Hesher et al. examined rendered 3D frontal images with six expressions (the

types of expressions are not reported) for recognition using PCA and independent

component analysis (ICA) [44]. After the images are geometrically normalized,

10



each face is translated to the center of the X{Y plane and prede�ned Z position.

The size of the training set is varied in experiments. Their results show that

the best performance was achieved when the largest training set is used and ICA

with �rst 10 independent components is used. Also, using their dataset, ICA per-

forms slightly better than PCA. However, the performance changes with respect

to di�erent expressions are not reported.

Lao et al. proposed 3D template matching for face recognition using face mod-

els acquired by a 3-camera stereo-based system [52]. Once the face models are

constructed, the system searches for irises and the center of the mouth. The loca-

tions of such parts is used for correcting pose variations. The template matching

involves (i) placement of models in the same coordinates, (ii) partitioning the mod-

els into non-overlapping regions of 5mm�5mm, (iii) mean distance between local

regions, and (iv) selection of the smallest mean distance in depth as the answer.

The performance accuracy rate is not reported. They claimed that the method

shows reliable performance in pose variations (tested +/- 15 and 30 degrees in

both left-right and upper-lower) ranging from 87% to 96% of one subject.

Statistical features of 3D face data are used to recognize a person’s identity

by Lee et al. [54]. At �rst, a nose tip is detected using an adaptive threshold.

Once a face is geometrically normalized, the enclosed boundary of face regions is

extracted for further computation. Average and variance features are computed

with a 5 � 5 kernel after data points are subsampled. The similarity measure for

matching considers the Euclidean distance at given contour line threshold values.

The results show that the overall performance improves when the facial area by

larger contours.

Medioni and Waupotitsch used a stereo camera system creating face models.
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Then the models are used for face identi�cation and veri�cation using the statistics

yielded from a surface matching between two meshes [58]. The system is used

in experiments under some measured lighting conditions (90 - 300 lux) and the

performance accuracy is measured under di�erent poses.

The 3D face recognition system proposed by Moreno et al. [61] involves (1)

segmentation of prede�ned regions in terms of (two) lines and (seven) areas, (2)

feature extraction of those regions and, (3) a linear classi�cation by matching the

computed features using Euclidean distance. The regions and lines of interest are

selected based on the degree of shape change by computed curvature. Thus most of

such areas are located around the eyes and nose rather than around the forehead or

chin. The features in 3D shape include areas, distances, angles, curvature average

of a region etc.. The features are sorted by discriminating power as measured by

Fisher coe�cients. The best recognition rate was achieved using a training set in

which 35 features (out of 86) are used. The result shows that 78% accuracy was

obtained with frontal view images while 62% accuracy was obtained with smile

expressions. Results of other expressions or poses are not clearly reported.

Pan et. al [64] experiment with 3D face recognition using both a Hausdor�

distance approach and a PCA-based approach. In experiments with images from

the M2VTS database [59] they report an equal-error rate (EER) in the range of

3% to 5% for the Hausdor� distance approach and an EER in the range of 5% to

7% for the PCA-based approach.

Xu and co-workers [86] developed a method for 3D face recognition and evalu-

ated it using the database from Beumier and Acheroy [11]. The original 3D point

cloud is converted to a regular mesh. The nose region is found, and used as an

anchor to �nd other local regions. A feature vector is computed from the data
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in the local regions of the mouth, nose, left eye and right eye. Feature space di-

mensionality is reduced using PCA, and matching is based on minimum distance

using both global and local shape components. Experimental results are reported

for 120 persons in the dataset and for a subset of 30 persons, with performance

of 72% and 96%, respectively. This illustrates the general point that reported ex-

perimental performance can be highly dependent on the dataset size. Most other

works have not considered performance variation with dataset size. It should be

mentioned that the reported performance was obtained with �ve images of a per-

son used for enrollment in the gallery. Performance would generally be expected

to be lower with only one image used to enroll a person.

Russ and co-workers [72] present results of Hausdor� matching on range im-

ages. They use portions of the Notre Dame dataset used in [26] in their experi-

ments. In a veri�cation experiment, 200 persons were enrolled in the gallery, and

the same 200 persons plus another 68 impostors were represented in the probe

set. A probability of correct veri�cation as high as 98% (of the 200) was achieved

at a false alarm rate of 0 (of the 68). In a recognition experiment, 30 persons

were enrolled in the gallery and the same 30 persons imaged at a later time were

represented in the probe set. A 50% probability of recognition was achieved at a

false alarm rate of 0. The recognition experiment uses a subset of the available

data \because of the computational cost of the current algorithm" [72].

Lu and co-workers [55] report on results of an ICP-based approach to 3D face

recognition. This approach assumes that the gallery 3D image is a more complete

face model and the probe 3D image is a frontal view that is likely a subset of the

gallery image. In experiments with images from 18 persons, with multiple probe

images per person, a recognition rate of 97% was achieved.
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1.3 Survey of Multi-biometrics

This section reviews studies that deal with multiple biometrics in order to

improve robustness and accuracy of an existing single biometric method. Methods

that use multiple types of biometric sources for identi�cation purposes (multi-

modal biometric) are reviewed. The term \multi-modal biometrics" is used here

to refer to the use of di�erent sensor types without necessarily indicating that

di�erent parts of the body are sensed such as appearance and shape of face. Also,

the term includes studies that use di�erent parts of the body with the same sensor,

such as face and speech. The important aspects of these multi-modal studies are

summarized in Tables 1.3 and 1.4.

A person identi�cation system using two biometrics, face and speech, is pre-

sented by Brunelli and Falavigna [17]. A text-independent speaker recognition

based on Vector Quantization (VQ) is used. The static and dynamic codebooks

are designed based on VQ. The codebooks are used to represent a person’s acous-

tic features in 8-dimensional vectors. A matching process compares the distances

of static and dynamic vector sequences of a given an input stream to codebooks by

the corresponding person. Face recognition method uses a template matching in

local windows containing eyes, nose and mouth. After a normalization is applied

to these sub-images, L1 distance is calculated. During the fusion process, rank-

and measurement-based integration is considered. A signi�cant improvement is

achieved when multiple biometric sources are used in person identi�cation.

Chang et al. [27] proposed so called a phase-out vector �lter which has been

used for discriminating �lters in signal processing into face recognition. This is

face identi�cation using range data and intensity image. A vector phase-out �lter

has been used widely in matched �lters application. Those �lters are computed
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TABLE 1.3

MULTIPLE BIOMETRICS STUDIES

Source (year) Biometric Combination Fusion No. of

sources scheme level subjects

Brunelli (’95) Face + Voice Average Metric/ 89

[17] Rank

Chang (’97) 3D facial shape + Vector Pixel 10

[27] 2D face Combination

Kittler (’98) Face + Pro�le Sum,Min,Max Metric 37

[49] + Voice Product,Median

Hong (’98) Face + N/A Metric/ 64

[45] Fingerprint (replacement) Rank

Ben-Yacoub (’99) Face + Voice SVM Metric 37

[6]

Verlinde (’99) Face + Pro�le Weighted Metric 37

[80] + Speech Sum

Frischholz (’00) Face + Voice Product Metric 150

[36] + Lip movement

Beumier (’00) 2D frontal + Weighted Metric 120

[10] 3D pro�les Sum

Ross (’01) Face + Hands Sum, Decision Metric 50

[71] + Fingerprint Tree

Shakhnarovich (’02) Face + Gait Sum,Min,Max Metric 26

[74] Product,Mean
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TABLE 1.4

MULTIPLE BIOMETRICS STUDIES (CONT.)

Source (year) Biometric Combination Fusion No. of

sources scheme level subjects

Poh (02’) Face + Speech MLP Metric 30

[68] (multi- samples

Bronstein (03’) 2D face + 3D Unknown Metric 157

[16] face shape

Wang (02’) 2D Face + 3D SVM Metric 90

[83] face shape

Sanderson (03’) Face + Speech Sum Metric 12

[73]

Chang (’03) [21] Face + Ear Concatenation Pixel 308

Iwano (’03) Ear + Speech Weighted Metric 38

[48] sum

Aleksic (’03) [5] Face + Speech HMM Metric Unknown

Chang (’03) 2D face + Sum,Product Metric/ 275

[22] 3D facial shape Min Rank

Chen (’03) 2D face + Facial Sum Rank 383

[28] heat pattern

Hazen (03’)[42] Face + Speech Product Metric 35
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from the normal vectors from the range images and used to discriminate between

range faces. Given rendered faces, range face and intensity faces, each input image

is normalized prior to recognition. They computed normal vectors from range data

points to create rendered images, and also gray images are produced from x, y and

z components of range image. Finally, a correlation vector is used to measure the

similarity of extracted images, range, rendered and intensity image.

Kittler et al. formalized the framework for combining multiple classi�ers [49].

They experimented with the framework for combining three biometrics including

frontal face, face pro�le and voice. The sum rule performs the best among the

rules evaluated. Later, the combination rules are compared by combining multiple

classi�ers on handwritten digits. They concluded that the sum rule is reliable in

decision making and remarkably robust.

Hong et al. experimented with �ngerprint, face and hand geometry [45]. Hand

geometry involves matching the geometric structure of hands. Fourteen feature

values (length and width of �ngers, width of palm, etc.) are extracted to be com-

pared. The veri�cation accuracy of individual biometrics shows that �ngerprint

performs better than face and hand geometry. The accuracy of their tri-modal

biometrics shows the highest performance among other bi-modalities including

individual biometrics.

Ben-Yacoub et al. proposed a multi-modal person authentication system in

which a number of experts (face recognizer, speaker recognizer, etc.) give their

opinion about the identity [6]. The opinions can be combined to form a �nal

decision (rejecting or accepting the claim). They show that the �nal decision

is a binary classi�cation problem and propose to solve it by a SVM (Support

Vector Machine). The introduced approach is compared with other methods for

17



an identical veri�cation task and results show that it leads to considerably higher

performance.

Verlinde and Chollet [80] proposed to combine three biometric sources (pro�le,

frontal face, speech). A K-NN classi�er, a decision tree and a logistic regression

model-based classi�ers are compared for this tri-modal application. A logistic

regression model performs the lowest in total error rate. A weight for a logistic

regression model is estimated for each modality based on the training process.

Speech was the most important while the frontal face is the least important during

the decision process. However, regardless of the classi�ers experimented with, the

system accuracy improves when multiple biometrics are considered.

Frischholz and Dieckmann proposed a multimodal biometric identi�cation called

BioID, which uses physical features to check a person’s identity and ensures much

greater security than password and number systems [36]. Biometric features such

as the face or a �ngerprint can be stored on a micro chip in a credit card, for

example. A single feature, however, sometimes fails to be exact enough for identi-

�cation. Another disadvantage of using only one feature is that the chosen feature

is not always readable. A multi-modal identi�cation system that uses three dif-

ferent features-face, voice, and lip movement-to identify people. With its three

modalities, BioID achieves much greater accuracy than single-feature systems.

They combined voice, facial, and lip imagery data. They also explain the clas-

si�cation principles used for optical features and the sensor fusion options (the

combinations of the three results-face, voice, and lip movement-to obtain varying

levels of security).

Beumier estimated 3D pro�les by incorporating intensity pro�les extracted

from an intensity image [10]. The full facial surface is constructed based on geo-
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metric features of the external contour along with a pro�le-based approach. For

the recognition phase, histogram di�erence and distance values between pro�les

determine the degree of similarity. A weighted sum of the 2D and 3D scores is

used to perform the fusion process. They report that performance improves when

3D pro�les and 2D intensity pro�les are combined.

The multi-biometrics introduced by Ross and Jain [71] use of three biometrics

sources: face, �ngerprint and hand geometry. The eigenface method is used for

face veri�cation. Its match is determined by the Euclidean distance between

points in the facespace created with an optimized set of eigenvectors. Fingerprint

veri�cation uses unique pattern of ridges and furrows on �nger tips.

A system that combines face and gait recognition using a four-camera system

is described by Shakhnarovich et al. [74]. The normalization technique operates

on input sequence images. At the fusion step, they combined a set of images

belonging to the same subject to establish a single class. This integrates multiple

images acquired at di�erent times to be more representative of a subject. The

results show that combined method considered product or sum rules outperforms

a single biometric source.

An interesting approach was proposed by Poh et al. [68] and can be classi�ed

as \hybrid multiple biometrics". Multiple samples are collected from multiple

biometrics. Five samples for each of face and voice are collected. For a classi�-

cation method, the Multi-Layer Perceptron (MLP) is considered. It is interesting

to observe two facts from the results presented. First, as the number of sam-

ple is incremented, the accuracy improvement rate in face is faster than that

for speech. Second, a faster improvement rate is observed with multi-biometrics

than with multiple samples. This improvement partly comes from the fact that
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multi-biometrics increases both the source of biometrics and the number of images

(samples).

The frontal views acquired in both CCD and structured light range camera

have been experimented for face identi�cation by Wang et al. [83]. From ten

manually selected points in intensity images, Gabor �lters are applied to compute

2D features and point signatures are estimated for 3D features around manually

selected 4 points in range data. Similarity function and SVM determine the iden-

ti�cation of a target person from the computed features. They reported higher

true-positive rate from the SVM when compared to similarity function. Also, they

claimed that performance rate is better when 2D and 3D visual data are combined

than from 2D alone.

Bronstein et al. proposed a 3D face recognition system that is claimed to be

invariant to facial expression in conjunction with 2D face images [16]. 3D face is

represented with isometric surfaces so that the surface deformations due to facial

expression (i.e. isometric transformation) might be mitigated. The eigenspaces for

2D (
attened texture) and 3D (canonical image) are constructed. The weighted

Euclidean distance between two subjects is measured during matching process.

However, no experimental result is reported.

Sanderson et al. shows that face and speech based multi-biometrics method

with higher accuracy in biometric authentication task [73]. The speech recognition

method uses Bayesian Maximum a Posteriori (MAP) approach. Two HMMs are

used for synchronous alignment to retrieve the best path through the models. The

eigenfaces method is used as the face recognition method. In the fusion process, a

weight is considered based on the recognition accuracy rate of individual modality.

As a part of the fusion process, a system determines the weights depending on
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the hypothesis test per modality under the assumption of Gaussian distribution

(e.g. the genuine access versus the imposter access). The results reported in this

study show that a combined method yields better performance than the individual

biometrics.

An integrated biometric authentication system using a person’s ear and speech

is described by Iwano et al. [48]. While speech can be a useful biometric source

to reveal a person’s identity in a mobile environment, it needs to be robust in

a practical setting. Audio features are modeled in HMMs and ear features ob-

tained by the PCA approach are modeled in Gaussian Mixture Models (GMM).

Matching scores are then estimated via product of log-likelihood of the posterior

probabilities and weights are applied to individual scores during the integration.

Their experimental results show that the overall system accuracy becomes more

robust to additive white noise with speech when ear is integrated.

A multi-biometric system using face and speech is proposed by Aleksic et al.

[5]. The person’s facial features represented as facial animation parameters (FAP)

to speech features are modeled using HMMs. The motivation of the use of FAP

is to examine the facial movement while the observed person speaks. After the

reduced facial features are interpolated to synchronize with speech, observation

features (in vectors) of each modality are integrated and passed to a HMM en-

gine for training. The identi�cation and veri�cation scores are computed by log-

likelihood of posterior probabilities independently. The robustness of the speech

sub-system improves when facial features are integrated in both identi�cation and

veri�cation.

Di�erent sensors acquire di�erent aspects of the human face. In Chang et al.

[22], frontal face shape and appearance are combined to improve an identi�cation
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accuracy over that of a single biometric. Range cameras acquire depth value from

the camera to a subject while CCD captures the appearance. After normalization

in pose and brightness is applied, face and shape recognition method is performed

using eigenfaces. When two di�erent biometric sources are combined at the metric

level, it shows signi�cant improvement in identi�cation rate by a single biometric.

Chen et al. [29] adapted an approach similar to that in [22] but the heat pattern

of face obtained with a infra-red sensor is combined with face appearance. Discrete

values acquired by infra-red represents the thermal 
ux emitted from an object

or a scene. The motivation of the use of the heat pattern is to examine the value

of uniqueness in heat pattern observed in individual face toward the identi�cation

purpose. The recognition rate from the combined method shows higher accuracy

than either appearance or heat pattern alone. However, it reports that heat

pattern provides poor recognition accuracy when probe and gallery images are

taken with time-lapse.

A multi-biometrics method combining face and speech is proposed by Hazen et

al. [42]. The system is designed for person identi�cation in mobile environments.

Utterance is a useful variation that can be used to characterize a person’s identity

along with vocal tract size and vocal fold length. Speech recognition in the study

matches a spoken utterance against a prompted utterance. After a phonetic tran-

scription in a text-dependent system is generated from the input utterance, the

method determines a score in a given speech segment. SVM classi�ers based face

recognition method is considered. Once SVM is trained, a test image is ranked

based on selected n normalized distances from the zero-mean decision hyper-plane.

Speech recognition outperforms face recognition. However, the combined method

produces higher user veri�cation rate than speech recognition.
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1.4 Summary

All of the studies reviewed in Tables 1.3 and 1.4 claim that multi-biometrics

improves over an individual biometric. Biological features of the human face or

other parts have di�erent properties for di�erent sensors. Each property can be

characterized as better or worse depending on how the data of the entity is ac-

quired for identi�cation purposes. However, the integration of multiple biometrics

sources clearly shows that it increases robustness and accuracy in recognition rate

relative to a single biometric.

Performance of human face recognition 
uctuates severely depending on the

dataset used. Most of the studies in this review have a limited number of subjects

and images in the evaluation dataset. Designing and collecting the evaluation

dataset is a very critical process for any face recognition system.

Another important component of multi-biometrics methods is what and how

to combine multiple biometric sources. There are di�erent ways of fusing multiple

biometric sources and multiple algorithms. Four di�erent approaches are pro-

posed, depending on the number of samples and the number of biometric sources

in the context of multi-biometric studies [68]; single-sample single-source (SSSS),

multi-sample single-source (MSSS) [50, 63], single-sample multi-source (SSMS)

and multi-sample multi-source (MSMS) are de�ned and described. Also, mul-

tiple decision makers or experts (i.e. classi�ers) of the same biometric source

[56, 57, 70, 81] have been proposed. This can be considered as single-source-

multi-algorithm (SSMA). The di�erent types of multiple biometric approaches

are revisited in Chapter 5.
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1.5 Conclusion

Studies using the shape of the face as a biometric feature are reviewed in the

context of person identi�cation. Important elements are summarized in Tables

1.1, 1.2, 1.3 and 1.4. Among the studies reported in the previous section, four [16,

30, 44, 61] studies considered the dataset with facial expression changes including

only one study by [61] that explicitly devised the method according to facial

expressions. (The study by [16] has no result of their method.) However, there is

plenty of room to improve the overall accuracy of 3D recognition methods coping

with facial expressions.

The �rst study investigates face recognition in combination with recognition

based on one’s right ear (Chapter 2). Then, Chapter 3 and Chapter 4 combine

di�erent features of the face, appearance (2D) + shape (3D) and appearance

+ shape + heat pattern (IR) of the face, respectively. Chapter 5 discusses the

value of multiple biometrics sources (appearance and shape) compared to multiple

samples of 2D appearance images. A newly proposed 3D face recognition method

using local facial surface is described in Chapter 6. This method is motivated

by the problematic situations where facial expressions changes are present in 3D

face shape. The proposed method involves multiple local surface regions in a face

based on muscle movement observed from expressions.

The datasets tested in each chapter are selected independently, thus the num-

ber of subjects and the condition of image quality are not the same across ex-

periments. However, all experimental designs are the same in the sense that a

certain technique is used for face recognition considering a gallery and a probe

set. The results are presented by the CMC curve for the gallery and probe set or

by the ROC curve for a veri�cation study. Statistical signi�cance of the di�erence
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between rank-one recognition rates obtained by single biometrics and multiple

biometrics is determined.
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CHAPTER 2

MULTIPLE BIOMETRICS USING FACE AND EAR

2.1 Introduction

While good face recognition performance has been reported under certain con-

ditions, there is still a great need for better performance in biometrics appropriate

for use in video surveillance 1. Possible avenues for improved performance include

the use of a di�erent source of biometric information, and / or the combination

of information from multiple sources. One other possible biometric source is the

ear. Iannarelli performed important early research on a manual approach to using

the ear for human identi�cation [47]. Recent works that explore computer vision

techniques for ear biometrics include those of Burge and Burger [18] and Hurley

et.al. [46]. In particular, Burge and Burger assert that the ear o�ers the promise

of similar performance to the face:

\Facial biometrics fail due to the changes in features caused by ex-
pressions, cosmetics, hair styles, and the growth of facial hair as well
as the di�culty of reliably extracting them in an unconstrained envi-
ronment exhibiting imaging problems such as lighting and shadowing.
... Therefore, we propose a new class of biometrics for passive identi-
�cation based upon ears which have both reliable and robust features
which are extractable from a distance. ... identi�cation by ear biomet-
rics is promising because it is passive like face recognition, but instead

1This chapter is based on the paper, \Multimodal Biometrics in Face and Ear Using PCA",
published in IEEE Transactions on Pattern Analysis and Machine Intelligence, 2003.
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of the di�cult to extract face biometrics, robust and simply extracted
biometrics like those in �ngerprints can be used." ([18], page 275)

In the context of Iannarelli’s earlier work and the current popularity of face recog-

nition research, this assertion that the ear could o�er improved biometric perfor-

mance relative to the face deserves careful evaluation. The experiments reported

in this paper are aimed at (1) testing the hypothesis that images of the ear provide

better biometric performance than images of the face, and (2) exploring whether

a combination of ear and face images may provide better performance than either

one individually. The results reported here follow up on those reported in an

earlier study [82]. Using larger data sets and more rigorous assurance of similar

relative quality in the ear and face images, we obtain somewhat di�erent results

than in the earlier study. In the experiments reported here, recognition perfor-

mance is not statistically signi�cantly di�erent using ear images or face images,

and combining the two for multi-modal recognition results in a statistically sig-

ni�cant performance improvement. For example, in one experiment the rank-one

recognition rates for face and ear were 70.5% and 71.6%, respectively, whereas the

corresponding multi-modal recognition rate was 90.9%.

2.2 \Eigen-faces" and \Eigen-ears"

Extensive work has been done on face recognition algorithms based on principal

component analysis (PCA), popularly known as \eigenfaces" [79]. The FERET

evaluation protocol [67] is the de facto standard in evaluation of face recognition

algorithms, and currently uses PCA-based recognition performance as a baseline.

A standard implementation of the PCA-based algorithm [12] is used in the exper-

iments reported here. This implementation requires the location of two landmark
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Figure 2.1. Illustration of points used for geometric normalization of
face and ear images. The Triangular Fossa is the upper point on the ear

image, and the Antitragus is the lower point.

points for image registration. For the face images, the landmark points are the

centers of the eyes. Manually identi�ed eye center coordinates are supplied with

the face images in the Human ID database. For the ear images, the manually iden-

ti�ed coordinates of the Triangular Fossa and the Antitragus [47] are used. See

Figure 2.1 for an illustration of the landmark points. The PCA-based approach

begins with using a set of training images to create a \face space" or \ear space."

First, the landmark points are identi�ed and used to crop the image to a standard

size located around the landmark points. In our experiments, original face images

are cropped to 768x1024 and original ear images to 400x500. In these images,

one pixel covers essentially the same size area on the face or the ear. Next, the

cropped images are normalized to the 130x150 size used by the PCA software. At

this point, one pixel in an ear image represents a �ner-grain metric area than in a

face image. The normalized images are masked to \gray out" the background and

leave only the face or ear, respectively. The face images use the mask that comes

28



with the standard implementation [12]. For the ear images, we experimented with

several di�erent levels of masking in order to tune this algorithm parameter for

good performance. Lastly, the image is histogram equalized. The eigenvalues and

eigenvectors are computed for the set of training images, and a \face space" or

\ear space" is selected based on the eigenvectors associated with the largest eigen-

values. Following the FERET approach, we use the eigenvectors corresponding to

the �rst 60% of the large eigenvalues and drop the �rst eigenvector as it typically

represents illumination variation [67]. This approach uses the same dimension of

face space and ear space, 117 in this case (Table 2.1). Another approach is to

use whatever number of eigenvectors accounts for some �xed percent of the total

variation, resulting in a di�erent dimension of face space and ear space. Which of

these approaches is used does not substantially a�ect our conclusions, as is shown

later in the paper.

The set of training images consists of data for 197 subjects, each of whom

had both a face image and an ear image taken under the same conditions at the

same image acquisition session. These images were acquired at the University

of South Florida (USF) between August 2000 and November 2001. A subject’s

images were dropped from our study if either the face or ear was substantially

obscured by hair, if the subject wore an earring or analogous face jewelry, or if

either image had technical problems. Some of the gallery and probe images for the

�rst experiment were acquired at USF during the same time frame. Additional

gallery and probe images for the �rst experiment, and all gallery and probe images

for the second and third experiments, were acquired at the University of Notre

Dame in November 2002.

There is a separate (gallery, probe) dataset for each of three experiments. The
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gallery images represent the \watch list," that is, the people who are enrolled

in the system in order to be recognized. A probe image is an image given to the

system to be matched against the gallery. Each of the three experiments represents

a single factor being varied in a consistent way between the gallery and probe.

For the day variation experiment, eighty-eight subjects had both an ear and a

face image taken under the same conditions in one acquisition session, and then

another ear and face image taken under the same conditions on a di�erent day.

The face images are the standard FERET \FA" (\normal expression") images

[67]. The ear images are of the right ear. For each subject, the earlier image

is used as the gallery image and the later image is used as the probe image.

This experiment looks at the recognition rate when gallery and probe images of a

subject are obtained on di�erent days, but under similar conditions of pose and

lighting.

For the lighting variation experiment, 111 subjects had an ear and a face image

taken under the same conditions in one session, and then another face and ear

image taken in the same session, but under a di�erent lighting condition. The

standard lighting uses two side spotlights and one above-center spotlight, and the

altered lighting uses just the above-center spotlight. The images taken under the

standard lighting are gallery images, and the images taken under altered lighting

are probe images. This experiment looks at the recognition rate when gallery and

probe images of a subject are obtained in the same session and with similar pose,

but under distinctly di�erent lighting.

For the pose variation experiment, 101 subjects had both an ear and a face

image taken under the same conditions in one acquisition session, and then another

face and ear image taken at 22.5 degree rotation in the same acquisition session.
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Gallery image Day variation Lighting variation Pose variation

Figure 2.2. An example of the gallery and probe face and ear images
used in this study.

The images taken from a straight-on view are the gallery set, and the images

taken at a 22.5 degree rotation are the probe set. This experiment looks at the

recognition rate when gallery and probe images of a subject are obtained in the

same session and with the same lighting, but with a di�erent pose. An example

of the gallery and di�erent probe conditions for one subject appear in Figure 2.2.

Not all subjects attended all acquisition sessions, and some subjects were

dropped from some experiments after image quality control checks, and so the

three experiments have di�erent numbers of subjects. The same standard face

and ear images of some subjects may appear in the gallery set for each of the

three experiments. However, since the probe sets are the changed conditions,

there are no images in common across the three probe sets.
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2.3 Experimental Results: Face versus Ear

The null hypothesis for these experiments is that there is no signi�cant dif-

ference in performance between using the face or the ear as a biometric, given

(1) use of the same PCA-based algorithm implementation, (2) the same subject

pool represented in both the gallery and probe sets, and (3) controlled variation

in one parameter of image acquisition between the gallery and probe images. The

recognition experiment is to compute the cumulative match characteristic (CMC)

curve for the gallery and probe set, and to consider the statistical signi�cance of

the di�erence in rank-one recognition rates.

The baseline is the day variation experiment. This experiment looks at the

recognition performance for gallery and probe images taken under the same con-

ditions but on di�erent days. The CMC curves for face and ear recognition are

shown in Figure 2.3. The CMC curves are computed in two ways. One uses the

197-image training set that has no subjects in common with the gallery and probe

sets. The other uses the gallery set as the training set. There is no substantial

di�erence in the results between the two training methods. Numbers reported for

statistical signi�cance tests are taken from the results using the 197-image training

set. Note that the ear and face performance represented in the CMC curves is

quite similar, with the curves actually crossing at some point. The rank-one recog-

nition rates of 70.5% for face and 71.6% for ear are not statistically signi�cantly

di�erent at the 0:05 level using a McNemar test [13].

Relative to the baseline experiment, the lighting variation experiment looks at

how a lighting change between the gallery image and the probe image a�ects the

recognition rate. Performance for either the face or the ear is slightly lower than

in the baseline experiment. Similar to the baseline experiment, there is relatively
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(A) Face and ear recognition performance in the day variation experiment.
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(B) Face and ear recognition performance in the lighting variation experiment.
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(C) Face and ear recognition performance in the pose variation experiment.

Figure 2.3. Recognition performance comparison between face and ear.
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little di�erence between the CMC curves for the face and the ear, especially at

lower ranks. The rank-one recognition rates of 64.9% for face and 68.5% for ear

are not statistically signi�cantly di�erent at the 0:05 level using a McNemar test.

Relative to the baseline experiment, the pose variation experiment looks at

how a 22.5 degree rotation to the left between the gallery and the probe images

a�ects the recognition rate. Performance in this case is much lower than for either

the baseline or the lighting change experiment. There also appears to be a larger

gap between face and ear performance than in the other two experiments, but still

the di�erence is not statistically signi�cant. In any case, performance at this low

of a level is not likely to be practically meaningful.

Overall, the results of our experiments do not provide any signi�cant evidence

for rejecting the null hypothesis that the face and the ear have equal potential as

the source for appearance-based biometric recognition. Of course, there may still

be some biometric algorithm, other than PCA, for which one of the face or the

ear o�ers signi�cantly better recognition performance than the other. Also, there

may be particular application scenarios in which it is not practical to acquire ear

and face images that meet similar quality control conditions. For example, in an

outdoor sports context many people may wear sunglasses, or in a formal indoor

event many people may wear earrings.

2.4 Experimental Results: Face Plus Ear Multi-modal Biometric

Another experiment was performed to investigate the value of a multi-modal

biometric using the face and ear images. A very simple multi-modal combination

technique is used. The normalized, masked ear and face images of a subject are

concatenated to form a combined face-plus-ear image. This was done with the
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data from each of the three experiments, and Figure 2.4 shows the resulting CMC

curves. The CMC curves for the day variation and lighting variation experiments

suggest that the multi-modal biometric o�ers substantial performance gain. The

di�erence in the rank-one recognition rates for the day variation experiment using

the 197-image training sets is 90.9% for the multi-modal biometric versus 71.6% for

the ear and 70.5% for the face. A McNemar’s test for signi�cance of the di�erence

in accuracy in the rank-one match between the multi-modal biometric and either

the ear or the face alone shows that multi-modal performance is signi�cantly

greater at the 0:05 level. Of the 88 probes, the multi-modal and the ear are

both correct on 62, both incorrect on 6, multi-modal only is correct on 18, and

ear only is correct on 2. The di�erence between the multi-modal biometric and

either the face or the ear alone is again statistically signi�cant in the lighting

change experiment, 87.4% rank-one recognition rate versus 64.9% or 68.5%, for

the face or ear, respectively. However, because the overall performance is so

low, the di�erence in the pose change experiment is not statistically signi�cant.

These results suggest that it is worthwhile to explore the combination of multiple

biometric sources that could be acquired in a surveillance scenario.

2.5 Summary and Discussion

Overall, our experimental results suggest that the ear and the face may have

similar value for biometric recognition. Our ear recognition results do not support

a conclusion that an ear-based or face-based biometric should necessarily o�er bet-

ter performance than the other. Of course, this is not the same as proving that

there is no useful biometric algorithm for which one would o�er better perfor-

mance. Research into new algorithms that take advantage of speci�c features of
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(A) Face combined with ear recognition performance in the day variation experiment.
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(B) Face combined with ear recognition performance in the lighting variation experiment.
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(C) Face combined with ear recognition performance in the pose variation experiment.

Figure 2.4. Recognition performance of face, ear and combined face-ear.
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Figure 2.5. Performance based on di�erent selection of eigenvectors in
face and ear spaces.

the ear, or the face, may produce improved performance using one or the other.

The results presented so far are based on using the same �xed number of

eigenvectors for both the face and ear space. It is also possible to create the

spaces based on the same percent of energy, allowing the number of eigenvectors

to vary as appropriate. CMC curves computed using both spaces for the day

variation experiment appear in Figure 2.5. Performance is essentially the same

whether the spaces are created based on a �xed number of eigenvectors in this

case, or a 
oating number of eigenvectors corresponding to a �xed percent of total

energy.

The PCA-based face recognition approach has been informally tuned through

use over time, and inevitably an accumulation of expertise is embedded in the

standard implementation [12]. Several options were explored in an attempt to

ensure that the use of the PCA approach was appropriately tuned for use with

ear images. For example, �ve di�erent levels of masking for the ear images were

tried. Also, a total of four landmark points were marked on each ear image

37



TABLE 2.1

A NUMBER OF EIGENVECTORS USED TO CREATE THE

EIGENSPACE

Eigenvector Selections Face Ear Face Plus Ear

First 60% of total 117 117 117

eigenvectors

Eigenvectors used 86 76 102

in 90% energy variation

and experiments were run with a di�erent pair of landmark points. The results

reported here are for the best level of masking and pair of landmark points.

Our results are obtained using the PCA-based algorithm, whereas Burge and

Burger [18] and Hurley et.al. [46] each propose a di�erent approach. Thus one

possible reservation to our conclusion is that it may be dependent on the par-

ticular algorithmic approach. However, we know of no experimental results in

the literature for either of the other proposed approaches. In our own e�orts to

implement one of the approaches, we found the basic ear description used to be

rather unstable. The description is an attributed graph obtained from the Voronoi

diagram of the edges detected in the ear image [18]. One problem is that the edges

detected from the ear image can be very di�erent for relatively small changes in

camera-to-ear orientation or in lighting. The edges detected in an image of the

ear arise mostly from occluding contours, rather than from surface discontinuities

or surface-marking-like e�ects. Thus the edges will naturally be substantially

di�erent if there are changes in orientation or lighting.
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We have tried to make the face versus ear aspect of this experiment \fair"

in the sense of having equivalent quality control rules for each type of image.

For example, all images are of subjects not wearing earrings or any face jewelry,

and all images had no substantial amount of the ear or face obscured by hair.

These restrictions are in one sense equal in terms of quality of images used in the

experiments, but are not necessarily equal in the sense of being equally likely to

be true of images acquired in practice.
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CHAPTER 3

MULTI-MODAL 2D+3D FACE RECOGNITION

3.1 Introduction

This chapter investigates face recognition using 2D and 3D 1. Each modal-

ity captures di�erent aspects of facial features, 2D intensity representing surface

re
ectance and 3D depth values representing face shape. Even though each modal-

ity has its own advantages and disadvantages depending on certain circumstances,

there is often some expectation that 3D data should yield better performance.

\Not only are depth relationships between range-image regions ex-
plicit, the three-dimensional(3D) shape of image regions approximates
the 3D shape of the corresponding object surfaces in the �eld of view.
Since correct depth information depends only on geometry and is inde-
pendent of illumination and re
ectivity, intensity-image problems with
shadows and surface markings do not occur. Therefore, the process
of recognizing objects by their shape should be less di�cult in range
images than in intensity images." ([7], page 76)

However, no rigorous experimental study has been reported to validate this

expectation. The experiments reported in this study are aimed at (1) examining

the spatial / depth resolution needed for 3D face recognition (2) testing the hy-

pothesis that 3D face data provides better biometric performance than 2D face

data, using the PCA-based method, and (3) exploring whether a combination of

1This chapter is based on the paper, \Multimodal 2D and 3D Biometrics for Face Recogni-
tion", presented in ACM Workshop on Multimodal User Authentication, 2003
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2D and 3D face data may provide better performance than either one individually

in both a single probe study and a multiple probe study.

3.2 Methodology

The PCA method is used as in Chapter 2, for both 2D and 3D face recognition.

The method can be easily adapted to 3D images. Every pixel in a 3D image

represents a distance value from the 3D image plane to the object in the scene.

3.2.1 Normalization

The main objective of the normalization process is to minimize the uncon-

trolled variations that occur during the acquisition process and to maintain the

variations observed in facial feature di�erences between individuals. The normal-

ized images are masked to omit the background and leave only the face region

(See Figure 3.2-(D)). While each subject is asked to gaze at the camera during

the acquisition, it is inevitable to obtain data with some level of pose variation

between acquisition sessions.

3.2.1.1 Normalization of 2D Images

The main purpose of the normalization step is to minimize, to the degree

possible, the uncontrolled variations that occur during the acquisition process and

to maintain the variations in facial appearance between individuals. After color

images are converted into gray level images, normalization steps for geometry and

brightness are applied to the 2D images. The 2D images are treated as having

pose variation only around the Z axis, the optical axis. Two control points (1 and

2) at the centers of the eyes are selected manually for geometric normalization
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to correct for rotation, scale, and position of the face (as shown in Figures 3.1,

3.2). Finally, median �ltering is applied with a 7 � 7 kernel window to suppress

(A) (B)

Figure 3.1. Landmark (control) points speci�ed in (A) 2D image and
(B) 3D image.

noise. The face region is interpolated into a 130�150 template that masks out the

background. This scales the original image so that the pixel distance between the

eye centers is 80. Histogram equalization is applied to standardize the intensity

distribution. This attempts to minimize the variation caused by illumination

changes between images.
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(A) Input image (B) Rotated image

(C) Resized image (D) Final image (dimension: 130 x 150)

Figure 3.2. 2D Pose normalization. The input image is rotated around
the optical axis using two manually selected points on eye outer tips so
that the line passing through two eye points are parallel to a horizontal
line (X -axis). Once the pose is corrected, the image is scaled so that
the distance between those two points are approximately 110 pixels
apart. Once the face region is extracted, histogram equalization is

applied to normalize the brightness level. Finally, a template mask is
applied producing a �nal image in (D).

3.2.1.2 Normalization of 3D Images

Each point de�ned in 3D space for a range image has a depth value along the

Z-axis. Only the geometric normalization is needed to correct the pose variation.

Four control points are manually selected to accomplish the task, as shown in

Figure 3.1-(B). The pose in a 3D face is normalized image as follows. A transfor-

mation matrix is �rst computed based on the surface normal angle di�erence in

X (roll) and Y (pitch) between manually selected landmark points (1, 2 and 3 in

Figure 3.1-(B)) and prede�ned reference points of a standard face pose and loca-
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tion. The outer eye corners rather than eye centers are used as landmark points

because the eyeball is an artifact-prone region for the range sensor whereas the

eye corners marked on the skin are more reliable. The landmark points for the eye

corners and the center of chin are used to place the raw 3D image in a standard

pose. Pose variation around the Z axis (yaw) is corrected by measuring the angle

di�erence between the line across the two eye points and a horizontal line. At the

end of the pose normalization, the nose tip (point 4 in Figure 3.1-(B)) of every

subject is translated to the same point in 3D relative to the sensor (see Figure

3.3). The geometric normalization in 2D gives the same pixel distance between

eye locations to all faces. This is necessary because the absolute scale of the face

is unknown in 2D. However, this is not the case with a 3D face image, and so

the eye locations may naturally be at di�erent pixel locations in depth images of

di�erent faces. Thus, the geometric scaling was not imposed on 3D data points

as it was on 2D.

The Minolta sensor produces registered 2D and 3D images. Thus, in principle,

it is possible to create a fully pose corrected 2D image by projecting the color

texture from the pose corrected 3D. However, there are missing data points in

the 3D. In an initial study, we found that missing data problems with fully pose-

corrected 2D outweighed the gains from the additional pose correction [22], and

so we use the typical Z-rotation corrected 2D.

Problems with the 3D are alleviated to some degree by preprocessing the 3D

data to �ll in holes (a region where there is missing 3D data during sensing) and

remove spikes (see Figure 3.4). The 640 � 480 raw 3D image is converted to a

130 � 150 range image by the following process. The outer eye corners, nose tip,

and the center of chin are marked as landmark points on the 640 � 480 raw image
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(A) X-Y plane (B) Y-Z plane

Initial poseof a subject in 3D space

(C) X-Y plane (D) Y-Z plane

Corrected poseof a subject in 3D space

Figure 3.3. 3D Posenormalization.

as shown 3.1-(B). Then a 21 � 21 region around the marked nosetip is searched

to re�ne the nosetip location by comparingZ values,if needed.The re�ned nose

tip givesthe centerline for cropping a 130� 150region from the raw 3D imageto

create a range image from the depth values. The next step attempts to remove

\spike" artifacts that can occur in the 3D where there are too-light or too-dark

regionsin the 2D imagesof the structured-light pattern. The variance in the Z

value of the 3D is computed for an 11 � 11 window around each pixel. If the
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