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A MULTI-MODAL APPROACH TO FRONTAL AND NON 

FRONTAL FACIAL FEATURE DETECTION 

Abstract 

by 

Chris Boehnen  

Biometrics are measurable characteristics specific to an individual.  They 

can be used to identify individuals.  The use of biometrics for identification has 

the potential to make our lives easier, and the world we live in a safer place.  

While numerous different types of exploitable biometrics exist, facial 

identification is highly pursued because the data can be captured at a distance 

without requiring the subject s active cooperation.  While traditionally 2D images 

of faces have been used, 3D scans that contain both 3D data and registered color 

are becoming easier to acquire.   

Before 3D face images can be used to identify an individual, they require 

some form of initial alignment information, typically based on facial feature 

locations.  This thesis proposes and analyzes a multimodal approach to automatic 

facial feature detection.  After beginning with a discussion on biometrics and the 

role of automatic facial feature detection, we provide a comparative evaluation of 

3D sensors.  We follow this by a discussion of the algorithm s performance when 

constrained to frontal images and an analysis of its performance on a more 

complex dataset with significant head pose variation.   
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CHAPTER 1 

INTRODUCTION   

Biometrics are measurable characteristics of an individual used to identify him 

or her.  If a biometric identification system had been in place prior to September 

11, the tragedy might have been avoided as several of the terrorists involved were 

already on government watch lists of suspected terrorists.  The need to be able to 

automate the identification of individuals will become increasingly important in 

the coming years; watch lists are increasing in size and it is no longer realistic to 

expect human immigration agents to be able to keep up to date with the large 

number of people on these lists.  This supports the need for the development of 

working biometrics.  Biometric systems can function in verification or 

identification modes depending on their intended use.  In a verification task, a 

person presents an identity claim to the system and the system only needs to 

verify the claim.  In an identification task, an unknown individual presents 

himself or herself to the system, and it must identify them. 

Numerous types of biometrics exist; some are well established and others are 

novel.  Some well-established biometrics includes fingerprint and iris, which are 

already in use today.  Law enforcement has made use of fingerprint biometrics for 

some time and are considered extraordinarily reliable [1].  The use of the iris for 

verification is also common in law enforcement and security as [2].   However, 
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neither of these well-established biometrics are perfect.  Acquisition of 

fingerprints carries a social stigma associated with their primary use of identifying 

criminals.  Both fingerprint and iris acquisition require cooperative subjects, 

which is not always available for watch list subjects.  At best, we may have a 

photograph of a face; gallery images of fingerprints, iris, or other features may be 

hard to obtain, as these biometrics require a fully co-operative subject at the time 

of acquisition.  Further, some individuals simply do not have fingerprints and 

others may lack pigmentation in their iris, making any single identification 

method insufficient.  This motivates the use of multi-modal biometrics, which 

combine multiple features or types of data on the same feature.   

Other biometrics like gait analysis [3] or hand [4] and ear geometry [5][6] 

have arisen more recently and are less well established.  Gait analysis attempts to 

identify individuals by a characteristic pattern in their walk, measured from a 

video of walking subjects.  Hand and ear geometry systems attempt to use either 

2D or 3D images of a person s respective body parts to identify them.  Biometrics 

such as hand shape are in use today for verification of identity prior to admission 

to secure areas. 

Research into different types of biometrics that use the same type of initial 

measurements such as face and ear have suggested that some body parts are 

similarly distinguishing [6].  For example, [6] found that a biometric algorithm 

that utilized faces achieved a 70.5% recognition rate while the same basic 

algorithm operating on ears achieved a 71.5% recognition rate.  This is not to 

suggest that all body parts are equally distinguishing but that several can be 
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similarly discriminating.  To achieve greater recognition, fusion techniques can be 

used.  When combining the face and ear data from the experiments described 

above, recognition accuracy increased from 71% to 91%.  By fusing different 

biometrics a system can greatly increase its recognition rate and make it much 

harder to intentionally fool the system.  While this approach will typically require 

more hardware (both for data collection and computational power), this can be 

somewhat reduced by collecting the same type of data on different features (as in 

the case of face and ear). 

While multibiometric fusion methods are one way of increasing recognition, 

increasing the utility of the individual underlying biometrics is still extremely 

important.  One individual biometric that has gained more attention recently is 

face recognition [6][7].  This method attempts to use 2D (or, more recently, 3D) 

photographs of the face to identify the individual.  Thus far, face recognition 

techniques have proven somewhat successful, but require further development 

before they will be able to suit all of the needs discussed above.  Since the face is 

rarely covered and easily seen without a large degree of cooperation from the 

subject, face at a distance

 

is one of the more attractive biometrics from a 

practical standpoint.   

For most face biometrics, the first task needed after the capture of an image is 

an initial alignment.  The features commonly used to identify the orientation and 

location of the face are the eyes, nose, and mouth.  This approach is the standard 

used on most facial biometric algorithms.  After this stage, processing varies 

based on whether the application is identification or verification.  Identification is 
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the process of determining who someone is (a one to many comparison).  

Verification only needs to confirm that a subject is the person they claim to be.  In 

identification, the system compares the captured image (probe) to the gallery.  

The type of comparisons made depends both on the biometric used and on the 

matching algorithm in question.  After the comparison, the system returns a rank 

ordering of identities.  

In the case of verification, the algorithm compares features from the captured 

image (probe) to those belonging to the subject of the identity claim.  After the 

comparison, the system returns a confidence score for verification.  If this score is 

above a certain threshold, the system verifies the individual s identity.  By 

varying this threshold, the tradeoff between the number of false accepts 

(percentage of the time the system will wrongly verify a different person) and 

false rejections (percentage of time it will reject the correct person) may be 

adjusted to balance ease of use with security.     

Solutions to the initial alignment portion of this problem [11] [12] [13] tend to 

suffer from robustness problems.  As a result, manually truthwritten data 

(operator identified features) can be used for research purposes in the 

identification/verification stage instead of automatically identified feature sets.  

While this works very well in a research setting, in a real world application the 

initial alignment can be just as important as the comparison (if the initial 

alignment fails, then the comparison programs will probably fail as well).  

Therefore, before deployment of a real world biometric system, the development 

of a highly successful automated initial alignment algorithm is essential.  This 
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step is necessary for the rest of the process to begin and speed is an issue since a 

slow algorithm could become a bottleneck.   

When dealing with fully cooperative subjects, gaining a frontal image of the 

face is not difficult as we can expect the user look directly at the camera.  Being 

able to capture measurements from subjects in situations such as walking down a 

hallway requires the alignment algorithm to be able to deal with various pose 

angles in the initial capture.  This type of acquisition does not require a subject 

that is fully co-operative because the subject does not have to do anything for the 

system.  However, it does assume that the subject is not uncooperative, e.g., 

hiding their face using a mask or intentionally looking away from all camera 

locations.  The system could identify uncooperative subjects, and flag them for 

further inspection.  This type of identification could be highly useful in 

identifying people in crowds and a variety of other situations. 

2D image data is the result of projecting the real 3D world into a 2D image.  

Because the third dimension is lost in this process, different facial poses appear 

different in a 2D image and correcting for this is extremely difficult [8].  By its 

very nature, we can rotate and transform 3D data to produce data that is in a much 

more consistent format once initial alignment information is available.   

While orientation and position is correctable in 3D data, we do need to know 

the facial feature locations as discussed above to re-orient the image so that the 

identification/verification process can begin.  Identifying these facial features is 

substantially more complicated since we know nothing about the initial 

orientation of the face.  We initially developed the method proposed below on a 



 

6

 
dataset with frontally presented faces but with an ultimate goal of expansion to 

accommodate non frontally posed data.  While we present initial results on the 

non frontal pose problem utilizing registered 2D and 3D data in the following 

sections, it still needs more development. 

This thesis presents an approach to identify facial features in frontal and non 

frontal 3D face images.  In addition, we examine 3D scanners and asses their 

accuracy to determine which scanners are best for 3D face scanning.     

Existing initial alignment algorithms utilize either the 2D or 3D portions of a 

frontal face image [10][11][12], but we are aware of none that makes use of both 

simultaneously.  2D algorithms require high quality 2D images typically with 

large contrast by utilizing bright lighting.  However, most 3D scanners typically 

require low levels of lighting, which can cause lower quality 2D images due to the 

lack of contrast.  This tradeoff means that traditional 2D alignment techniques are 

not ideal for 3D scans.  Some purely 3D alignment techniques exist, but typically 

are rather slow (requiring minutes to complete the alignment), which is too slow 

for most real-world applications.  By utilizing both the 2D and 3D data at the 

same time, the method proposed below is fast, highly accurate, and robust.  It is 

capable of dealing with low and high quality data due to the use of registered 2D 

and 3D data.     
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CHAPTER 2 

PREVIOUS WORK  

Automatic facial feature detection algorithms tested and designed for frontal 

algorithms in 2D or 3D images exist.  However, algorithms designed to utilize 2D 

and especially 3D non frontal pose images are noticeably lacking in the literature.  

Since by its nature 3D data can be directly rotated, its application on non frontal 

pose data would be ideal since the pose can be directly corrected through a 3D 

rotation.   

Facial feature detection algorithms operating on 2D color and grayscale 

images exist and are able to identify the eyes and mouth somewhat reliably.  

Examples of current methods for identifying facial features use eigenfeatures 

[9][6], deformable templates [10] [11] [12], Gabor wavelet filters [13], color 

manipulation methods [14], Edge Holistic [15], graph matching [16], etc.  These 

methods work fairly well with facial feature identification rates ranging from 90-

98% [17].  The eyes are an important feature that can be consistently identified.  

In fact, facial identification algorithms that use only the eyes can achieve an 85% 

facial classification rate [18].  As a result, the center or edges of the eyes are 

commonly used by feature detection algorithms as a reference point.  Commercial 

software to identify the eyes exists as well.  Faceit [19] relies on identifying facial 
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symmetry in black and white images.  Genetic algorithms also exist that can deal 

with minor pose variation with success rates of 80% [20]. 

Eigenface/Eigenfeature methods on faces [6][9] utilize a mathematical method 

knows as Principal Component Analysis to simplify the representation of more 

complex data based upon a training set.  This simpler representation is a vector, 

which is typically then used to search for the nearest neighbor vector in a gallery 

to identify who the person is most likely to be.  Performance for this varies widely 

and this type of biometric can be used in different forms for almost any 

distinguishing feature including face and ears [6] as well as being applicable for 

different types of measurements including 2D, 3D, or infrared images.  This 

method is not limited to biometrics either and can be applied to generic object 

identification.   

Whether operating in 2D or 3D the eyes are a distinct feature commonly 

initially identified [12].  However, some methods such as the deformable method 

in [12] require some form of initial alignment before they can be run.  This 

algorithm requires knowledge of where the top of the head ends to align the 

deformable template in use.  This could be easy or difficult depending on how 

controlled the capture environment is.  The head boundary, contour of the eyelids 

around the eyes, and the circular iris region are then located.  While the authors 

spend a large amount of time discussing the runtime performance of the algorithm 

and how to decrease it, there is no information on performance results.  As a 

result, we are unsure of how often their algorithm is likely to fail.   
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The color space skin detector of Hsu et al. [14] is the foundation for most of 

our 2D color components here.  They began by manually identifying regions of 

skin in images with a variety of different races/genders.  This allowed them to 

separate a training set of skin/non-skin pixels in which to learn the color of most 

skin pixels.  They determined that the YCbCr colorspace was best suited to 

identification of skin.  Then, they determined an elliptical region within that color 

space in which most skin pixels reside.  They used this as an initial test to 

determine skin regions and then grouped regions together to form potential face 

regions.  Next, they performed a similar experiment to determine the likely color 

components of mouth and eye regions.  After this, they determined a similar 

elliptical region and took the potential facial region pixels with highest value 

within this region as the likely eye and mouth locations.  Then, they examined the 

eye/mouth triangle these features create and (based upon the pixel distances 

between them) determined if the region was a face or not.  They tested their 

approach on a variety of datasets and achieved correct detection rates from 80-

97%.   

The Edge Holistic approach [15] examined some small pose variation non 

frontal images.  They used 15 identified feature points that included the outline of 

the face, eyes, nose, and mouth.  By utilizing the pixel distances between these 

features and shape of the features they were able to estimate pose somewhat 

reliably and identify features with between 84% and 97% accuracy.   

3D facial feature extraction is a relatively new area of research with a less 

extensive body of work than 2D facial feature extraction.  Lu et al. [21] identified 
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features through a 3D model from multiple scans stitched together and proposed 

using a shape index to identify the inside of the eyes next to the nose by it s 

saddle location.  After finding the inside of the eyes, they use a combination of 

the shape index for the rest of the face and locations relative to these points to 

identify other facial features.  They then use the tip of the nose with the two 

already identified eye points to produce a rigid transform to align the face.  The 

average distance to the true locations was 10 mm resulting in a relatively low fine 

accuracy (when the feature is correctly identified but the exact center was not 

located correctly).   

Gordon [22] proposed a method using face curvature to identify facial 

features.  Similar to [21], this shape based approach identifies facial features, but 

does identify more facial features than [21].  The additional facial features are 

needed because Gordon seeks to use these facial features not just for an alignment 

but uses information about these features (such as eye width) as a recognition 

metric as well.  Her method worked well, however it was tested on an extremely 

small database of 24 range scans which is too small to accurately asses 

performance on much larger real world datasets.   

Gourier et al [23] used 15 subjects to explore 2D face tracking in video 

sequences.  They took advantage of the high frame rate (15-30 FPS) with an 

assumption that the face would not move too much between frames.  People could 

translate their head quickly with little effect on recognition rates as long as they 

continued with a frontal view of the camera.  When dealing with pose variations 

(the amount of variation was not defined precisely) there is up to a 7% decrease in 
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recognition rate.  They also found that subjects looking downward are the hardest 

to identify as eyes cease to be visible at downward looking angles.  For their 

algorithm, this difficulty occurs at around a 30 degree downward angle.  They 

also explored the impact of image size on detection rate and found a noticeable 

decrease below 120 X 120 pixels.     

2D facial feature detection is a fairly well explored area.  There are an 

abundance of approaches each with distinct differences.  3D facial feature 

detection is a less explored area with research limited primarily to curvature based 

detection.  No previous work currently exists which examines both 2D and 3D 

work together, or focus s of the impact of non frontal poses on 3D face 

recognition.  
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CHAPTER 3 

DATA ACQUISITION  

We examined a variety of different 3D sensors with different technologies for 

this project.  Determining the best sensor for this application is important as the 

sensors discussed below have substantially different advantages and drawbacks.  

We based the text in sections 3.1 through 3.3 on previous work published in [24].  

After examining a variety of scanning technologies in section 3.1, we propose a 

method for assessing sensor accuracy in section 3.2 with results in section 3.3.  In 

section 3.4 the specific scanner selected is discussed along with the two different 

datasets used in this thesis in sections 3.5 and 3.6. 

3.1 3D Imaging Sensors 
Both the environment and the object to be scanned affect scanner accuracy 

and impose limitations on scanning.  The material, geometry, or many other 

factors in the scanned object can cause decreases in accuracy or prevent 

successful scanning entirely.  For example, specular materials are difficult to scan 

with lasers and discontinuous surfaces can yield scanning errors around edges.  

For this reason, it is difficult to define a single measurement to characterize 

accuracy.  By focusing on a specific type of object (in our case, faces), we can 

provide a more detailed analysis for the scanner than is provided by most of the 

manufacturers.  Further, faces themselves are rather complex with nontrivial 
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geometry.  As a result, they are a good test object to consider for different 

applications as well. 

When attempting to determine the best scanner to use in a face recognition 

application, there are several factors to consider.  There are accuracy levels in a 

scanner (one micron for example) that are not necessary because faces can change 

more than that due to aging, weight, and expression.  However, we will not 

explore that limit here since the majority of the scanners have accuracies in 

approximately tenths of a millimeter.   

There are two different, but equally important notions of accuracy that are of 

interest for biometrics.  Absolute accuracy (the accuracy of the scanner with 

respect to a physical reference object) is most important if one is implementing a 

large system with numerous different types or brands of scanners.  Repeatability 

accuracy (the degree of consistency between scans) is more important if one plans 

on a smaller scale system using a single type of scanner.  In this case, the relative 

accuracy of the scans with respect to one another is the most important factor.  In 

our case, we focus on a scanner for use in our laboratory and, as such, are willing 

to tolerate things such as sensitive lighting conditions or lengthy scanning time 

that real world biometric applications might not.  While our primary interest is in 

repeatability accuracy, the ability to eventually integrate data from other sources 

for comparison would be beneficial.  Thus, both types of accuracy are important 

here.   

We examined five different scanners from different companies utilizing 

different 3D sensing technologies.  We explore scanners from 3DMD, Konica 
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Minolta, Polhemus, and we leave two companies from the face recognition 

market anonymous.  We refer to them here as FR1 and FR2.  We leave these 

vendors anonymous because the sensor models tested are no longer available and 

hence do not represent the companies current technology.  We will discuss 

briefly the technologies used but do not intend for this to be a comprehensive 

overview as that is not the focus of this thesis.  Rather we include this because 

there are vastly differently technologies available to acquire the data and some 

familiarity with them is important to a good understanding of 3D Biometrics.   

3DMD [25] sells several different types of scanners.  We chose to use the 

Qlonerator, a stereo scanner designed specifically for scanning faces.  The current 

market emphasis for 3DMD is in medical imaging, especially facial surgery 

planning and assessment.  They produce other models using similar technologies 

for other areas of the body such as hands, feet, torso, etc.  Their face system uses 

four cameras along with a projected texture pattern in order to acquire the data in 

two milliseconds once the system charges the flash (a process that takes about 10 

seconds).  It also uses the data acquired to produce a high quality color texture 

map that is registered with the 3D data.  While our algorithm requires color 

texture information in addition to 3D information, we could add the color 

information through other means, if the scanner did not provide it.   

The captured shape and texture data typically extends from ear to ear due to 

the multi-pod configuration shown in Figure 1, providing a texture-mapped mesh 

with greater coverage than a raster-structured scanner.  The flash provides a 

texture pattern that the system uses to assist in the correspondence calculations 
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between the cameras.  The subject is not required to hold still but does need to 

position the head within the volume of overlap the cameras require, as the scanner 

has a focal range of approximately one foot.  To the subject the scanning process 

is comfortable, and is passive except for a flash illumination, which is 

approximately the same brightness as a standard camera flash.        

Figure 1: 3Q Scanner     

The scanner from our first anonymous vendor FR1 uses a projected infrared 

pattern and a single camera as shown in Figure 2 in order to capture 3D data in 

real time providing multiple frames per second and does not provide color optical 

images associated with the 3D data.  Sequential frames are merged together to 

produce a more complete model.  While the examined version does not provide 

color texture information, newer versions do provide it registered with the 3D.  

The design of the scanner is specifically for face scanning and biometrics.  From a 

subject standpoint, the scanning is very comfortable and the subject is not aware 

of anything other than a normal camera since the projected pattern is not visible to 
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the human eye.  Their scanner has a limited fixed focal range, but is the least 

sensitive to ambient light variations of all of the sensors examined.      

Camera

IR Pattern 

Figure 2: Design of First Anonymous Vendor Scanner     

The second anonymous vendor, FR2, uses three cameras and an LCD stripe 

pattern from a standard projector to capture the 3D image as shown in Figure 3. 

They designed the scanner for face scanning and because of the three cameras; it 

can capture a color image texture map as well.  It is the least comfortable scanner 

from a subject standpoint because it flashes a series of bright patterns at the 

subject s face over the course of approximately 20 seconds during scanning and 

requires the subject to sit still during that entire time.  It also requires very specific 

lighting conditions in order to capture a scan, and has a small focal range. 



 

17

    

Camera Camera

Camera

Projector 

Figure 3: Design of Second Anonymous Vendor System     

The Vivid 910 scanner from Konica Minolta [26] uses a single camera and 

laser stripe projector, and acquires 3D data using triangulation.  They did not 

design this scanner specifically for faces.  The scanning process is comfortable, 

although subjects can see a quick flash of red when the laser stripe crosses the 

pupil.  The laser is eye safe so the subject s eyes can remain open during 

scanning.  The scan takes approximately 2.5 seconds and the subject must remain 

motionless during that time or a poor scan will result.  There are three different 

zoom lenses available along with an automatic focus system that allows scanning 

at a wide variety of distances from the camera (there is a tradeoff between image 

resolution and standoff).  It is somewhat sensitive to lighting conditions, but 

generally operates well indoors away from sunlight. 
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Figure 4: Konica Minolta Vivid 910 Scanner     

The Polhemus FastTrack scanner [27] includes attachments specifically for 

faces to allow for some head motion, but the scanner is a general-purpose device.  

It uses a handheld wand that has a fixed camera and laser to triangulate a 3D 

stripe as shown in Figure 5.  The system uses a magnetic tracking system to track 

the wand location in 3D as the operator moves the wand over the subject/object.  

It is possible to attach an additional tracker to assist in scanning the head of the 

subject.  However, the expression must remain constant throughout scanning.  

The operational area is 3-6 feet depending upon the power of the magnetic field 

generator used by the tracker.  The wand must be 2-4 inches away from the object 

during scanning.  The scanning time for a particular face varies by operator since 

using this scanner is an acquired skill.  In general scanning should take 30 

seconds or less depending on the desired quality of the resulting scan.  Subject 
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comfort is comparable to the other scanners reviewed.  The laser used is also eye 

safe.      

 

Figure 5: Polhemus Scanner     

3.2 Scanner Assessment 
In order to determine which of these devices is best for our application we 

also analyzed the accuracy of the points provided.  While some of the vendors do 

make accuracy claims, attempting to compare those claims for our purposes may 

not be possible since most companies tend to test on the accuracy of sampling 

planar objects; this is not helpful here since faces are not planar.  When 

examining the accuracy we needed a series of reference faces to use for the 

comparisons.  However, using human faces is problematic because the human 

face is deformable and hence cannot serve as ground truth.  No matter how much 

a person may try to keep the same face from one minute to the next, it can change 

significantly. Therefore, we constructed 3D face masks from real subjects in order 
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to test the scanners.  Since we were manufacturing the synthetic faces, we knew 

the ground truth values for them.  In order to get the most realistic accuracy 

values possible, we produced ten faces consisting of five male and five female 

subjects.  We varied the races to include four Caucasians, two Asians, two Asian 

Indians, and two African-Americans.       

TABLE 1: SCANNER OVERVIEW    

Scanner 
Scan 
Time 

Color 
Image

 

Focal 
Range 

User 
Comfort

 

Designed 
for Faces 

3DMD <1s Yes Small Medium

 

Yes 
FR1 <1s No Large High Yes 
FR2 20s Yes Average

 

Low Yes 
Minolta  2.5s Yes Large Medium

 

No 
Polhemus

 

~30s No Small Medium

 

No 

     

We produced the synthetic faces from range images of subjects scanned by the 

Minolta Vivid 910.  While the resulting faces, once processed, may not perfectly 

match the actual subject, the resulting scans remain within the range of a possible 

human face.  We ran the initial scans through the cleaning function and applied a 

low level of additional smoothing in Raindrop Geomagic [28].  The cleaning 

function description, provided by the vendor, follows: The Smooth Clean 

function strives to improve the mesh quality by optimizing the shape of triangles.  

This means that each triangle should be roughly equilateral (60 degrees at each 

vertex), and the number of triangles around a vertex should be roughly 6.  To 

achieve this, an iterative algorithm is applied that prioritizes triangles in terms of 
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poor shape, and attempts to iteratively improve their shape by applying one of 

three techniques: locally repositioning (relaxing) a vertex, contracting an edge, or 

flipping an edge.  The best technique is chosen for each poor triangle depending 

on the local geometry.  In practice it appears to improve the mesh for small 

triangles and apply a very low level of smoothing.  After this step, the scans were 

processed to fill holes and suppress large spikes near the eyes, using Geomagic s 

[28] sandpaper function (the translucency of the eyes can cause problems when 

using a laser scanner).   

We created molds from the surfaces employing .STL files we generated 

through the process described previously.  We manufactured the molds on a 3D 

Systems Thermojet rapid prototyping machine [29].  The Thermojet has a 300 X 

400 X 600 DPI resolution with a maximum build size of 254 X 190.5 X 203.2 

mm.   It uses inkjet-like technology to build the 3D object from layers of 

polymer dots.  Because the resulting part from this machine is rather fragile, we 

made masks from the molds produced on the ThermoJet using a two part plastic 

polymer.  The polymer is durable and does not deform over time or from contact. 

Inaccuracies in the masks could exist due to the manufacturing and molding 

processes.  Therefore, we felt it necessary to attempt to verify the accuracy of our 

physical models. First, we wanted to consider the claimed accuracy of the 

prototyping machine.  Assuming the polymer voxels laid out by the Thermojet are 

perfectly accurate, the longest diagonal of a voxel is approximately 0.11mm.  

That means that we should be able to be confident of each point to be within half 

of that, or approximately 0.057mm.  However, that is the extreme case.  Most of 
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the object will be more accurate than this.    We estimate that the model is most 

likely accurate to around 0.03mm, half of that value. 

To confirm this accuracy claim independently, we used a Roland PIX-30 

tactile scanner [30] to scan the masks.  Tactile scanners are an established 

scanning method with more known limitations due to the physical process 

involved.  The Roland scanner uses a ball needle with a tip diameter of 0.08mm to 

scan the object.  This means that it can only produce a scan accurate to within 

0.04mm of the original.  The error is only this large when comparing two points 

taken on exact opposite sides of the needle.  Since most of the points are not on 

opposite sides of the needle, the average error is probably substantially less than 

the maximum 0.04 mm discussed above.  However, that error does not take into 

account mechanical errors in the motor/sensing systems.  Even with the 

mechanical errors in mind, the average error of the resulting models is most likely 

less than 0.04 mm.   

We scanned all 10 synthetic faces on the tactile scanner.  Each face took an 

average of 3 weeks to scan because we scanned at a high resolution.  The 

resulting scans had an average of 1.5 million points each in a grid pattern with 

100 micron postings in x and y. On average, the scans from the tactile scanner 

were accurate to 0.058 mm of the ground truth.  If we assume that the tactile 

scanner is only accurate to within 0.04mm as discussed above, then the actual 

models are accurate to within 0.018 mm.  This is very close to our estimated 

accuracy of the prototyping machine (0.028mm).  The actual accuracy of the 

models is probably somewhere between these two numbers.   
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Since we have managed to crosscheck the accuracy of the prototyping 

machine with a highly accurate tactile scanner, we have evidence that the error of 

our models is less than 0.028mm (estimated accuracy of the prototyping machine) 

with respect to the ground truth.  For the rest of this paper we will assume that the 

models are within 0.023 mm of the shape, which is halfway between the accuracy 

measured by the tactile scanner and the accuracy of the prototyping machine. 

After having our test faces manufactured and confirming their ground truth, 

we performed six scans of each face on each scanner with the exception of the 

Polhemus, where we only obtained one scan per face.  We then adjusted the 

conditions to allow for each scanner s ideal lighting or distance and took the first 

two scans with the face looking directly at the scanner without any changes made 

between scan 1 and 2.  There were no changes in the environment or the object 

between scans 1 and 2.  These two scans should produce an identical shape.  For 

scans 3, 4, 5 and 6 we varied the non frontal pose by approximately 10 degrees of 

yaw and pitch in order to assess scanner accuracy for a non frontal face 

presentation. Thus, we took a total of 60 scans for each scanner, 6 for each face.  

Examples of these scans appear in Figure 6. 
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Figure 6:  Sample Pose Variations     

After taking the scans, we aligned them manually and coarsely to one another 

and to the ground truth.  We treated each scanner the same way in the data 

processing and performed some manual editing of the data in order to retain just 

the face from each scan.  The 3DMD, FR1, Polhemus, and Minolta scanner 

required little manual post-processing but the FR2 required more manual post-

processing in order to remove outlier data from around the faces.   
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Thick vs Thin lines represent sensitivities to pose variation

  

Figure 7: Absolute Accuracy Comparisons: All lines represent experiments that 
estimate the average accuracy of the scanner thick vs thin lines represent 

experiments that estimate the sensitivity to pose variation     

Then we applied Geomagic s [28] cleaning function to the scans, as 

discussed in the previous section.  We applied this processing because different 

scanners internally already apply some cleaning to their data.  Since the 

internals of the scanners assessed here are proprietary, there is no way to 

determine what processing is done between the capture and reporting of the data.  

By allowing them all to have some of the same processing applied, we hope to 

ensure a fair comparison by not penalizing the scanners that do little or no pre-

processing to the data.  Also, for the companies that have already done some 

processing this function has a very small effect.  While ideally we would like to 

be able to get the raw data from the scanners without processing, since this is 
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not possible we feel this is the next fairest way to perform the comparison.  We 

repeated this process for each scan, and saved the resulting six scans and ground 

truth to a file for analysis.      
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Figure 8: Repeatability Accuracy Comparisons: All lines represent experiments 
that estimate the repeatability of the scanner thick and thin lines represent no 

pose variation and pose variation, respectively      

Prior to analysis, we ran the VTK [31] implementation of Besl and Mckay s 

ICP algorithm on the scans to align them [32].  ICP is an iterative algorithm that 

that will attempt to find the closest configuration between two surfaces.  By 

finding the average direction and distance between two surfaces, it makes small 

movements to align them closer to each other.  It is capable of finding the local 

minima configuration by minimizing the distance between two surfaces based 

upon a starting configuration.   
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Then the distance from every point of one surface to the other surface was 

calculated and averaged over all points.  We recorded outlier points, defined as 

any point with a distance over 20mm, separately along with their quantity.  This 

allowed us to have a primary accuracy, and in addition show the percentage of 

and average distance of the outliers.  In this way, we can still present problems, 

e.g. spikes around the eyes due to translucency, in the results.  This gives us the 

result for an individual comparison.  We made several such comparisons for each 

face.  The following figures show the comparisons made.  Figure 7 depicts the 

comparisons used to calculate the absolute accuracy, while Figure 8 represents the 

comparisons used to compute the repeatability accuracy.  We characterize two 

different subclasses of accuracy within those two as well.  The first is accuracy 

under ideal conditions (subject looks directly at the scanner, scan 1 and 2) and 

with pose variations (subject looks slightly off from the scanner as in scans 3, 4, 

5, and 6).  The difference between those two averages should tell us the effect of 

pose variation on the scan accuracy.  Looking directly at the scanner should result 

in better accuracy, but different scanner setups such as the three cameras in the 

FR2 scanner may overcome some of those problems.  This makes both 

performance measures significant.  

Repeatability accuracy is the measurement of similarity between the scans of 

individual synthetic faces.  Those scans should be more accurate in a relative 

sense than they are to the ground truth, since systematic errors could potentially 

cancel each other out.  We examined the effect of pose variation by comparing the 

accuracy of the frontal shots to those of the non frontal shots.   
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We used these six scans to make 16 individual comparisons.  Examining the 

results allows us to determine absolute and repeatability accuracy as well as 

assess the effect of pose variation. 

3.3 Accuracy Results  
The accuracy results shown here represent the error distance of the points 

given by the scanner to the ground truth surface.  If the scanner provided a small 

number of points but they were all highly accurate, then the scanner would appear 

to have a high accuracy rating.  It is not possible to represent the detail level of the 

surface in such a measurement.   As a result, it is important to look at the average 

number of points provided by the scanners as well.  TABLE 2 gives a summary of 

the results.  In addition, we report the RMS (Root Mean Square) accuracy as well 

as the mean accuracy.  The RMS error should cause more inconsistent error 

distances to become less attractive.  However, all of the RMS error reported here 

seems consistent with the mean, but in different scanners not examined here this 

may not be true and is thus worth examining.  The Polhemus scanner does not 

have a repeatability accuracy value because only one scan of each face was 

acquired (repeatability would also vary by operator for this scanner).   
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TABLE 2: FINE ACCURACY SUMMARY   

Scanner

 
Mean 
Global 
Accuracy

Mean 
Repeat

 

Accuracy
Number of 
Points

Number of 
Polygons

3DMD

 

0.106504

 

0.067726

 

11000

 

22000

 

FR1

 

0.35859

 

0.243976

 

3000 5500

 

FR2

 

0.924995

 

0.606283

 

50000

 

100000

 

Minolta 0.07977

 

0.014917

 

92000

 

185000

 

Polhemus 0.152945

 

46000

 

90000

 

Ground Truth 70000

 

140000

   

Scanner

RMS 
Global 
Accuracy

RMS 
Repeat 
Accuracy

Number of 
Points

Number of 
Polygons

3DMD

 

0.242287

 

0.515699

 

11000

 

22000

 

FR1

 

1.783649

 

1.564316

 

3000 5500

 

FR2

 

1.21512

 

1.14467

 

50000

 

100000

 

Minolta 0.181542

 

0.20415

 

92000

 

185000

 

Polhemus 0.281818

 

46000

 

90000

 

Ground Truth 70000

 

140000

  

 (in mm)      

The most accurate scanner here in an absolute sense was the Minolta, 

followed by the 3DMD and Polhemus as shown in the table above.  The two 

anonymous scanners were less accurate.  The Minolta had the highest accuracy as 

well as providing a sufficiently large amount of points so that fine detail is easily 

visible.  The 3DMD scanner generated very accurate points as well, but the level 

of detail is lower and some fine features are not visible in the 3D data.  The 

Polhemus provides a large number of points with good accuracy.  The handheld 
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scanner does require some skill to use or else noticeable rough patches of the 

surface can result. 

Finally, our two anonymous vendors came in last.  FR1 managed an 

adequate accuracy level but the number of points provided is low.  FR2 returned a 

large number of points, but with a very low accuracy for those points. 

As would be expected, all of the scanners performed well at repeatability.  

These improvements are due to two main factors.  First, any errors that resulted 

from the production of the mask would cause its actual dimensions to differ from 

the ground truth.  However, that does not affect this portion of the test since those 

errors would cancel each other out.  In addition, any systematic errors in the 

scanning process would tend to cancel each other out.  The Minolta showed 

considerable improvement in repeatability over absolute accuracy.  As the 

Minolta is the most accurate scanner in all of our tests, we suspect that the higher 

absolute error is due to errors produced in the mask production process, but some 

repeatability errors probably played a role as well.    

Examining the differences in frontal versus non frontal pose variation data 

shows how the accuracy is affected by pose variation.  While some change is to 

be expected, the change in accuracy is relatively small.  3D data has an inherent 

resilience to pose changes that gives it a significant advantage over 2D biometric 

sensors.  This is part of our motivation here to analyze the algorithms 

performance on non frontal pose data, but for this to work the data must be pose 

invariant.  This accuracy analysis shows that we can utilize this advantage since 

the data does not change drastically from pose variation. 
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The most accurate scanner reviewed here in every category is the Minolta, 

followed closely by the 3DMD, Polhemus, and the two anonymous vendors.  The 

difference in accuracy between the Minolta and 3DMD is small, and with live 

subjects who can move during the scanning process the 3DMD may be more 

accurate since it requires only milliseconds to take its image and the Minolta 

requires 2.5 seconds to scan.  However, the level of detail for the Minolta scanner 

is significantly higher which we feel to be important for biometrics.  For that 

reason, we rank the Minolta s performance as the highest of all of the scanners 

reviewed here.     

The 3DMD captures more of the sides of the face than the Minolta because of 

the use of multiple cameras.  Further, it is more subject friendly since it is quicker 

during capture and does not require the subject to hold still.  The points the 

3DMD provides are accurate but the sampling is coarser than that of the Minolta.   

The Polhemus captures a large number of points, while retaining a good 

accuracy of those points.  It is the smallest of the scanners reviewed here and 

could perform in a variety of environments the other scanners could not due to its 

handheld nature.  While it is not as accurate as the 3DMD and Minolta scanners, 

its portability allows other potential uses.   

The FR1 scanner managed a competitive accuracy rating, but the number of 

points it provided is low leaving it with a poor overall assessment.  FR2 had the 

second largest number of points provided here allowing for a high potential level 

of detail but with a very low accuracy for those points.   
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FR1 does have the only real-time multi-frame acquisition abilities out of all of 

the scanners reviewed here and is the most comfortable from a subject standpoint 

since no visible active elements are used.    FR2 has a poor rating from a subject 

standpoint, and has a high level of detail but very poor accuracy for the points 

provided.   

3.4 Konica Minolta Vivid 910 
We ultimately decided to use the Konica Minolta Vivid 910 for all of our data 

collection.  It provides a significantly higher level of detail than any of the other 

scanners we examined while still maintaining an accuracy level essentially tied 

with that of the Qlonerator.  While the Qlonerator does provide better ear to ear 

facial coverage, it requires a significant offset between scanning pods which may 

not always be available.  The Minolta provides data in a grid structure.  The 

points in focus provide valid range data, while points out of focal range do not 

provide range data allowing for easy segmentation of the foreground and 

background.  We show an example of the difference between valid and invalid 

range pixels in Figure 9.d where red are invalid range pixels and blue are valid 

range pixels.  

The Minolta provides a 640 X 480 grid of points with color and registered 

range.  The scanner is eye safe provided the subject does not circumvent the built 

in safety features.  As mentioned above the scanner works well in a laboratory 

setting but will not work in direct sunlight or unusually bright light.  While this 

scanner may not be the universal scanner ideal for a deployment situation, it 

captures the best data for our needs.   
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3.5 Datasets 

We utilized two different datasets designed to test two different aspects of 

performance.  Research has traditionally explored frontal images in 2D and 3D; 

these images are an extensively explored area of research.  However, there is a 

variety of situations in which capturing frontal images is not possible, which 

makes them a less than ideal solution.  

3D images have a significant potential advantage over 2D images in dealing 

with non frontal images.  While some sort of orientation information is needed for 

registration of non frontal images the 3D data can be rotated into frontality (albeit 

with possible missing data due to occlusion).  This means that with the proper 

registration information we can transform a non frontal image into looking like a 

frontal image.  This would potentially be very useful in situations where subjects 

are neither fully cooperative nor uncooperative.  Versions of the algorithm 

designed to work on only frontal images were initially developed, and then 

expanded to deal with non frontal poses.  

We collected both datasets at the University of Notre Dame as part of the 

Face Recognition Grand Challenge project [33].  We acquired the frontal dataset 

over a period from spring 2003 through the spring of 2004.  After the initial 

dataset collection, we discovered that capturing the data without the use of studio 

lights could produce significantly better quality data.  We still included this lower 

quality data in our dataset so that it consists of both low quality images taken in 

the spring of 2003 (used to simulate the performance on extremely low quality 

data) and average quality images taken between the fall of 2003 and spring 2004. 
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The low quality images taken in the spring of 2003 contain primarily 

saturated images skewed in the red spectrum causing them to appear pink.  This is 

because hot studio lights were used that emit a significant amount of near-

infrared light.  The Konica Minolta is particularly sensitive to the near-infrared 

spectrum in order to make it easier for it to detect the laser stripe for triangulation.  

Examples of resulting color images are shown in Figure 9.  In addition, some 

images captured were extremely dark as also shown in Figure 9 due to the 

cameras attempt at adjusting for the lighting conditions.  Almost all of the images 

were pink, with a small amount being dark and an even smaller number being 

something that looks close to real.  In addition to errors in the 2D color image, 

the 3D data had significant errors in it with portions of the face being off by as 

much as a meter with large ridges and spikes.  This was due to a difficulty in 

locating the laser stripe during scanning time because of the studio lighting used.  

We left all of this error, and we used this portion of the frontal dataset to test what 

would happen on extremely bad data.    
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The rest of the frontal images taken from the fall of 2003 through the 

spring of 2004 were of average quality frontal data.  We did not use any hot 

studio lights so there is minimal (average) error in the 3D data consistent with the 

results in the sections above and the color looks good as well.  We used these 

images to determine the primary performance of a version of the algorithm 

designed for frontal data.  This data was also sub sampled and had error added to 

it for some of the testing performed in order to get an idea of performance as the 

data quality was degraded but not yet to the extremely low quality in the images 

with hot studio lights.        

         

 

          a) Saturated Image                                       b) Dark Image 

             

 

             c) Pink Image                                d) Bad Range Around Eyes  

Figure 9: Sample images from the low quality spring 2003 ND database     
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