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Mo del-Based 3D object recognition systems have a variety of potential applications, but
widespread use of such systems has not occurred, due to a number of factors including
the representational limitations of models. This has led to systems that recognize ob-
jects of free-form shape. The system described in this paper recognizes such free-form
objects in denserange data acquired by a structured light range nder. Images and ob-
ject models are represerted as a network of salient segmerts which are then brought into
correspondence until a reliable pose estimate is available. Exp eriments with a database
of images and object models highligh t the contributions of this system.
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1. Intro duction

The recognition of free-form objects in denserange data has received attention
from researders for over ten years. In this paper, we will describe a system that
performs such recognition in multiple-ob ject sceneswith occlusion (Fig 1). This
more generalizedvision problem is related to the bin-picking problem &, where a
robot hasto identify the location and poseof the next part to be assenbled from a
bin of parts. Typically the bin-picking solutions assumeonly one type of part can
be located in a bin, while we do not make this assumption.
In these complex environments the following problems can occur:

Ambiguous segmetation of the image into homogeneousobject regions,
where the region should contain pixels from just one object.

The information present about the object does not di erentiate it from
other objects.

There may be many interpretations of the pixels in the image.

To handle these problems we will be using information gathered about the
objects to limit the number of interpretations, while trying to extract the saliert
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Fig. 1. An example of multiple object scenewith occlusion. The range image contains the following
objects from left to right: duck rattle, red dinosaur, whale, lamb, and crocodile.

information. Many objects have very similar shapes, at least locally. This problem
canmake nding asaliert local feature description hard, if not impossible,in alarge
object database.Instead of investigating yet another local feature represenation,
we will usea weak correspondencemeasurein conjunction with a structurally based
hypothesisgenerationtechnique. The spatial distribution of highly curvedregionsin
our model databasecan sere to distinguish amongdi erent objects: sharp creases,
ridges, pits and peaksform landmarks that will be useful for recognition. The local
characteristics of thesehighly curvedregionsmay be similar to highly curvedregions
on other objects, or on other locations on the sameobject. Becauseof this, simply
nding a highly curved region will not generally be informativ e enough. Therefore,
we will usethe spatial relationships among these highly curved regionsto identify
possibleobjects and their locations.

2. Summary of Technique

This sectiongivesa brief summary of our new recognition technique. The summary
includes the samenotation introduced in the sectionsdescribing eac part of the
technique. Listed below is a summary of the important ideasand techniques used
in our recognition strategy:

(1) Segmemation (Section 3)
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(a) Label the vertices of the imagesas highly curved if the curvednessexceeds
Th> C.
(b) Group these highly curved regions into homogeneousconnected segmeits
Si.
(c) Divide up ead segmen S; to a group of segmem elemeris SE;.
(2) Hypothesis Generation (Section 4)

(a) Generatea setof consistert rangeimagesegmen to model segmem matches
SC.

(b) Generatea setof seedrangeimage segmen elemern pairs SP, onefor each
rangeimage segmen S;.

(c) Generatea set of consistert seedto model pair matchesPM .

(d) Generatea set of seedtriples ST.

(e) Generatea set of consistert seedto model triple matchesTM .

(f) Generatea setof poseconsistert seedto model triple matchesP C. A set of
poseconsistert seedto model triples P Gy(m) forms a model posehypothesis
to be veri ed.

(g) Prioritize the hypothesesin PC by range segmen surface area. Each hy-
pothesisP Cy(m) utilizes a subsetof the total rangesegmerts and their area
indicates how much of the scenewill be veri ed if correct.

(3) Verication (Section 5)

(a) Re ne poseestimate by applying iterated closestpoint algorithm on syn-
thetic rangeimagesof the model hypothesismsynn andrangeimage Ssynth -

(b) Accept the hypothesisif the registration error VerErr betweenSgynn and
Msfina IS Small.

(c) lterate until all rangesegmeits have beenveri ed or all possiblehypotheses
have beenveri ed or rejected.

3. Segmentation

We segmen the surfacesto limit seard regionsand to capture the geometric struc-
ture of the objects in our database.We wish to exploit featuresbasedon the free-
form shape of our objects to di erentiate the modelsfrom one another. In the past,
it hasbeenclaimed that applying segmeration to the free-form matching problem
is problematic at best, becauseof the lack of clearly de ned and stable boundaries
to the segmeits 3; (also seethe discussionsurrounding Figure 2). In recert work
by Srikantiah ** it has beennoted that by using homogeneiy criterion basedon
consistencyin mean and Gaussiancurvature, a reliable range image segmetation
can be found. This technique does not utilize predetermined decision regions on
the mean and Gaussiancurvature values;rather, it allows the algorithm to seardh
through the data and determine connectedregions containing pixels whose mean
and/or Gaussiancurvatures largely agreewithin somecriterion of homogeneit. In
addition to the homogeneiy criterion, they rankedthe recoveredsegmeits basedon
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reliabilit y and surfaceareato produce a hierarchy usedin a region merging routine
to absorb small (noise) segmerts into the much more reliable neighboring segmetts.
The method hasproventhrough experimertation to be fairly invariant to noiseand
surface quantization errors inherert in surfacedigitization.

In our work, the perceived drawbadks of using segmemation for free-form recog-
nition are addresseddy consideringa clearly de ned criterion for segmemation with
an understanding that the segmemation results are likely to be imperfect. The seg-
ments and sub-segmets are usedto prune the seard in the hypothesisgeneration
and veri cation routines in our prototype recognition system. The homogeneit cri-
terion for our segmens will nd connectedregions where the surfaceis changing
shape rapidly. Thesehighly curvedregionswill be further divided basedon a coarse
shape classi cation into three basic classes(convex sadde, or concave). This will
produce three typesof high curvature segmets.

3.1. Curvatur e

To nd the regionsof interest for our segmeits we usesurfacecurvature. The estima-
tion of surfacecurvature from range data is prone to errors due to the ampli cation
of noisein the application of the derivative operator. To combat the noise problem
two techniques are typically applied in the literature ©:

(1) the data are smoothed to lessenthe e ect of noisein the measuremen, or
(2) or the data are t to a known surface model whose derivatives can be found
using a closedform solution.

Another problem in estimating surfacecurvature is the lossof locality of the surface
measure,due to the larger region of support created in the smoothing or tting
process.

In this documert we use surface tting to estimate surface curvature for both
the range imagesand for the polyhedral mesh CAD models that form our object
database. The method dewveloped by Flynn and Jain ® usesthe following steps to
estimate curvature:

A neighborhood of data | around the point of interest p is de ned;

the data in , is certered to placep at the origin;

the local tangent plane T, to | is obtained, which de nes a local coordinate
systemde ned by the normal to the tangent plane and two orthogonal vectors
in the plane;

a bicubic surfaceis t to the neighborhood of points in ; and

the surface curvature at the point p is obtained from the coe cien ts of the
tted surface.

The tangert plane T, is de ned asthe plane that best ts the neighborhood of
points , (i.e., minimizes least squaresperpendicular error). The planar t is cal-
culated using principal componert analysisto nd the directions of least and most
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variation in the data. The direction with the leastvariancede nes the normal to the

tangent plane Tp for the data. The other principal componerts lie in the tangent

plane and de ne an orthonormal coordinate system for p. Denote the coordinate

system by fw,;vy; Ng wherev, and vy lie in the tangent plane and N estimates
the surfacenormal direction at p. The normal estimated from principal componert

analysis could be pointing inside the object depending on the location of the data

with respect to the object or image coordinate system. To resolve the ambiguity

we will be using the vertex normal estimates obtained from the polygonal meshes
represerting the range image or the model. In the polygonal mesh represenation

the vertices of the mesh are ordered to indicate which side of the polygonal faces
are inside the object and which are outside. This allowsusto ip the inward facing
normal estimatesto obtain outward facing surface normals.

The points in |, arethen projectedinto the new coordinate systemf vy ;wy;Ng
where the new z direction aligns with the surfacenormal at the point. Denote the
projected points as (x%y% z9. Then the projected neighborhood of points are t to
a bicubic surface

20= £ (x%y9 = arx®+ axx®By+ agxY P+ asy B+ asx B+ agx Y% ary®+ agx% agy% aso

using a least squaressolution. To calculate the least squaressolution we uselinear
algebraroutines from the CLapack software library 1.
The coe cien ts of the t are usedto estimate the principal curvatures ; and
2 and their corresponding directions ~; and ~;:

p—
ip)=H+ H2Z K; 1)
»(p) = H H2 K 2)
( P .
= @ @t (3 7)% + &) + agy; if a5 ar; 3)
1P avx + (a7 as+ (as az)?+ aé)vx; otherwise
P .

p)= AT ( a7+ (as ar)?+ ag)vy; if as  ar; @)

(as a7 (a5 a7)2+ :';15-,)\7‘x + aswy; otherwise

and the the formulas for mean and Gaussiancurvature become:

GaussianCurvature K (p) = 4asa;  a3;

Mean Curvature H (p) = as + ar:

The principal curvatures and directions are reordered based on magnitude so
that j 1j ] 2j. Then the shapeindex S and curvednessC (Ko enderink 1° are then
calculated at p using:

1(p) + 2(p),.
1(p) z(p))’ ®)

20+ 2(n)

S(p) = 2 arctan(
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| Shape | SI Index Range |

Convex Ellipsoid SI2[ 1, 5=8)
Convex Cylinder || SI 2 [ 5=8; 3=8)

Saddle Sl 2[ 3=8;3=8)
Concave Cylinder S| 2 [3=8;5=8)
Concave Ellipsoid Sl 2 [5=8;1]

Table 1. Classi cation of surface shape using Shape Index SlI.

Dorai and Jain ® accunulated thesemeasuresnto a histogram to develop an object
recognition system employing global shape information.

Figure 2 shows the output of this curvature estimation technique on the cow
polygonal meshmodel. In Figure 2(b) the curvednesimageof the cow, the intensity
of the gray shadeindicates the strength of the surfacechange.In Figure 2(c) the
shape index visualization of the cow is more complex. Here the colors identify
surfaceclass.The classesare listed in Table 1.

Curvature is estimated at every vertex of the polygonal mesh models in our
database.At ead vertex, concerric "rings" of vertices surrounding it are gathered
until a su cien t amount of the model's surface has been captured. In our experi-
ments and for our modelswe will t a bicubic surfacepatch to those points within
7mm of the point of interest. For rangeimages,the data in the image are converted
to a polygonal mesh,then the sameroutines are used.For the rangeimage meshthe
pixels (vertices) near the borders (object boundaries) are unreliable for curvature
estimation; hence,we erode the boundary prior to initial curvature estimation ’.

3.2. Segmentation Technique

The shape index depiction (Figure 2 (c)) of the cow shows someof the reasonswhy
segmetation has not often beenusedto dewvelop description of free-form surfaces.
In the gure, many small spurious regions can be seen;these arise from errors in
the estimation of surface curvature and noisein the placemen of the vertices in
the mesh model. The boundaries of the regions are also rather jagged (due to the
discrete nature of the meshmodel) and small variations in the shape index occur
near the decisionboundariesbetweenclasseslf a precisesurfacemodel of the cow
were known, the location of these boundaries could be quite di erent.

We have noticed that the reliabilit y of shape classi cation decreasesn regions
of slow surface change. In these regions, surface measuremen noise can dramati-
cally in uence the estimation of the surfacetype through curvature. Consider, for
example, using a range sensorto image a plane. Theoretically, the curvature of the
surfaceshould be zero and the shape index should be unde ned, but in practice the
curvature valuesare small (as a result of the noise) and the shape index is de ned,
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but unreliable. Such regionsgenerally are low in saliency although the relationship
between these regions can be a strong descriptor 4. We propose a segmetation
systemthat avoids these slow changing surfaceregions and focuseson the quickly
changing regions (Figure 3(a)). In theseregionsthe classi cation of surfaceshape
is lessa ected by noise, while structurally interesting regions are captured and
exploited for recognition.

Another aspect of any segmemation system (in addition to its reliability) is
whether the segmers are useful for the task at hand (in our case,recognition).
Furthermore, the distribution and structure of theselandmarks provide a descrip-
tive model for ead object. Consider the casewhere we approximate ead ridge
or valley segmem by a curve and the peaksor pits by a point; the distance and
orientation betweenthese skeletal represenations of the segmetts provide a useful
represenation of the object. This represenational strategy is limited by the ability
of theselandmarks to di eren tiate modelsin the databaseof interest. One example
where this skeletal represenation might not be usefulis if two objects corntain the
sameridge, valley, peak, and pit relationships, such astwo dolls whosearticulation
and joints are the same, but the facial and body features are slightly dierent.
In our database,the objects largely contain very di erent ridge, peak, and pit re-
lationships. We have found that a skeletal represenation and relationships to be
too unreliable to useas a represenational strategy. Instead, we will usethe region
basedridge, valley, peak, pit detection as a represenational method to generate
our object identit y and posehypotheses.

The segmemation systemwe employ usesthe basic surfaceclassi cations given
by Koenderink 1° (Table 1). The v e basicclassesshown in Figure 2(c) divide the
surfaceinto regions of similar surfaceshape. The shape classeswe are most inter-
estedin are cornvex ellipsoid, concave ellipsoid, and saddleregions. The curvature
estimation and classi cations for theseregionscan be reliably detected *?, for the
high curvature regionsfor which we require that both principal curvatures be large
in magnitude. Upon inspection of curvature results of several modelsand rangeim-
ages,we noticed that signi cant ridges and creasesin the object briey transition
through cornvex or concave cylinder classi ed surfaceregions.In order to obtain a
surfacesegmen that an obsener would classify as a connectedregion, we are going
to allow cornvex ellipsoid, concave ellipsoid and saddle regionsto absorb the less
reliable convex, concave cylindrical surface areas. Hence, segmers that start out
describing homogeneouscornvex ellipsoid regionswill be allowed to absorb convex
cylindrical regions, while concave ellipsoidal segmers will be absorb into concave
cylindrical regions. For segmetts who describe homogeneoussaddleregionswill be
allowed to absorb both convex and concave cylindrical regions.

The following givesan outline of the segmemation algorithm.

Mark vertices whose curvednessC is greater than a predetermined threshold
Th. Then classifythesehigh curvature verticesby Koenderink's 1° shape classes
given by the shape index value S using the decisionregionsgivenin Table 1.
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Concave
cylinder

@ (b) ()

Fig. 2. Cow object model and its curvature values. (a): Toy Cow Model. (b): Curvedness(a lighter
gray value indicates a higher curvedness).(c): Shape index: red is convex ellipsoid, purple is convex
cylinder, blue is saddle, aqua is concave cylinder, and green is concave ellipsoid.

@ (b) ()

Fig. 3. Cow object model segmertation results. (a): Highly curved regions of the cow model (radius
of curvature < 10 mm). The highly curved regions are denoted by a light gray shade. (b): Segmerts
are marked by various colors, where a connected segmert is marked by a single color. (c): Segmert

elements are marked by the various colors, where a connected segmert element is marked by a
single color.
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Sort the high curvature vertices by the curvednessC value in descendingorder.
Remove those vertices whoseshape classis convex or concave cylinder.
Starting from the highest curved vertex, grow connectedsegmets of uniform
surfaceclass(convex, concaveellipsoid and saddle). The segmetts are allowedto
grow into regionsclassi ed aseither corvex or concave cylinder. As an example,
a segmen that was seededby a cornvex ellipsoid vertex is allowed to grow
into cornvex cylinder vertices, while concave ellipsoid seededsegmers can grow
into concave cylinder vertices, and saddle seededsegmetts can grow into both
concare and corvex cylinder vertices.

Sort the segmetts by surfaceareain descendingorder. The larger segmeits are
more likely to appear.

Remove any segmets whosesurface area does not exceed25mm?. Small seg-
ments can occur due to noisein the measuremets of the object's surface.

Figure 3(b) shows an example of this segmemation algorithm applied to the toy
cow CAD model.

The density of the surfacesamplesin a given region on an object's surfacecan
vary dramatically from the model to a single view (Figure 4). Hence,the calcu-
lation of statistics for the segmens on either the range image mesh or the model
meshare always referred to the surfacearea. Take, for example,the approximation
of the location of the object. One could usethe averagevertex value to estimate the
location of the segmen, but this estimate will vary basedon the distribution of the
vertex samplesfor the segmeit. A better estimate would be to take into considera-
tion the amount of surfaceareathe vertex represerts on the object's surface.This
can be calculated using Voronoi diagrams 12 to partition the surfaceinto cells that
represen all the locations on the surfaceclosestto the given vertex. The surface
areaof the cellsgivesa good estimate of the amount of surfacearearepresered by
a given vertex on the polygonal mesh.

Se\eral statistics are calculated to summarizeand prioritize the segmers. First,
the surface area is used to rank the largest segmens with the highest priority
consideringthey describe a rather large connectedsurfaceregion of high curvature.
These segmers are more likely to appear in a range view of the sameobject even
in the presenceof occlusion becauseof their size. Then, the area-normalizedshape
index and area-normalized curvednessare calculated. Let S; be a segmem and
V= fvy k= 1:::Ngbealist of verticesin the segmem, whereN is the number
of vertices in the segmen. Each vertex in the segmen has assaiated with it a
region of the surface of the object it approximates using the Voronoi diagrams
mentioned above and the surface area of that region for ead vertex is denoted as
fak : k= 1:::Ng. Then the area-normalizedshape index for the segmer is:

kgl N s Sl (Vk)

Sl =

()
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(@) (b)

() (d)

Fig. 4. Image and model geometry for a lamb-shaped toy. (a): range image. (b): model. (c): mesh
support for a single range image in an area on the nose. (d): mesh support for the model in the
same area.
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and the area-normalizedcurvednessis given by

PN
_. axC(v
¢ = —pt AW, ®)
k=1
These measureswill be usedin hypothesis generationto determine the similarity
betweensegmerts in an e ort to prune the seard for valid hypotheses.

@) (b)

Fig. 5. Segmertation results. (a): Segmerts for the toy cow model. Segmerts are marked by various
colors, where a connected segmert is marked by a single color. (b): Segmerts formed from a range
image of a scenecontaining both toy cow and apple. Segmerts are mark ed by various colors, where
a connected segmert is marked by a single color.

During recognition, we wish to hypothesizethe identit y and poseof objects in
a range image. To do this, we will be utilizing a discriminatory model databaseof
polygonal CAD models of the objects we expect to see.Part of building this dis-
criminatory model databaseis to segmer the polygonal objectsto mark the regions
of high curvature that have uniform surface shape. When a similar segmetation
is obtained from a range image, the segmeits appearing in the image will likely be
subsetsof the segmems found on the polygonal model. This is a result of object
self-acclusion and object-to-object occlusion that may be presert in the scene.In
addition to the absenceof segmets, the range image segmens may alsobe smaller
than the original segmets on the model. Figure 5 showsthe segmers found on the
toy cow model and the segmetts found on a range image of the toy cow. Because
of object self-acclusion or object-to-object occlusion, only portions of someof the
segmers presert on the polygonal CAD model may be visible to the range scanner.
For example, the large segmen betweenthe front legs of the toy cow (Figure 5
(a)) appearsasonly a small segmer in the range image segmemation (Figure 5
(b)). The higher level of noise presen in the range imagescan also causechanges
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betweenrange image and model surfacesegmets. An example of this can be seen
on the tail of the toy cow. In Figure 5 (b), we can seethe segmen covering the
tail is split into three segmetts; comparedto the single segmet in shown in Figure
5 (a) or 3(b). The error was causeby a classi cation of the creasein the tail asa
strict saddleregion instead of a corvex cylinder asin the model.

Due to the presenceof occlusion and noise, any recognition algorithm that
utilizes this segmemation technique cannot rely on recovering exactly the same
segmetts. To handle this uncertainty we will be splitting up our segmets up into
smaller sub-segmeis we will be calling segment elements(Denoted as SE; ). To do
this we will again rank the vertices by their curvedness,but this time we will do
it on a segmem by segmen basis. So for each segmen we will sort the verticesin
descendingcurvednessorder and grow segmenm elemeris.

The following givesan outline of the segmen elemen subdivision algorithm.

For eadh segmen sort the high curvature vertices by the curvednessC value in
descendingorder.

Starting from the highest curved vertex grow cortiguous segmei elemeris until

the segmenm element coversat least 25mm? surfaceareaor cannot be grown any
more. Oncea segmen elemert hascoveredthe minimum surfaceareaits growth

is stopped and another segmen elemer is started at the next highest curved
vertex that hasnot beenincluded in a segmenm elemen. This is continued until

all the verticesthat are a part of a segmem have beenassignedto a segmen
elemert.

The segmen elemerts SE; in a segmen S; are ordered basedon their surface
area. The segmers that have a surfacearea belov 25mm? are mergedinto a
neighboring segmen elemeri. Merging priorit y is givento the smallestsegmen
elemers to avoid a single segmen from getting too large.

Figure 3(c) showsthe result of running the segmen elemert subdivision algorithm
on the segmetts in Figure 3(b).

The segmen elemerns obtained from the subdivision algorithm can vary be-
tween model and range image for the same object, but in general they are very
similar due to the structure of the high curvature regions. When we utilize the
segmen elemers in the following sections, we will be mindful of the di erences
that can be presen in the subdivision of the segmeis (betweenrange image and
model). Due to the locality of the segmen elemers, we will calculate location
and orientation measuresto provide some more geometric information about the
relationships among the segmen elemers. These measuresare in addition to the
area-normalizedshape index and curvednessdescribed for segmetts and calculated
in the sameway for segmen elemens. The orientation and location are again cal-
culated using a normalization basedon surfacearea assa@iated with ead vertex in
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a segmen elemer:
P

N
. . -1 A&Vk
Area-normalized location L; = —Pk}\‘l— 9)
—1 Ak
k=1

N
. . . _ N (v
Area-normalized orientation O; = —"P’M: (10)
k=1 &
N is the number of verticesin the segmen elemert and N (v) the normal at vertex
V.

4. Hyp othesis Generation

The hypothesis generation procedure determines likely model pose estimates to
explain the obsened data in the range image. Our procedurefor the generation of
the hypothesesusesthe segmeits' shape indices Sl and areasto determine segmen
similarity. Then, using segmen to segmen correspondenceso limit seard, setsof
consistert segmen elemert pairs and triples are formed. The set of segmen elemen
triples are usedwith a poseclustering technique to produce sets of poseconsisten
segmen elemen triples. Thesesetsenumerate the hypothesesto be veri ed.

Dorai and Jain's system ®, cited earlier in the context of curvature measures,
employs a view-dependert represertation of free-form objects for recognition. Their
system (named COSMOS, for "Curvedness-Orietation-Shape Map On Sphere')
usesa histogram of shape index values(called “shape spectra’) to characterize the
surfacecurvature of a view, and candidate histograms are matched using momerts.
The systembuilds up an object databasemadeup of many views of ead object to be
recognized.To reducethe complexity of the seard, views of an object are grouped
based on their similarity into clusters. Then for ead cluster a prototype shape
spectral histogram is found using averaging. The processto match a sceneshape
spectra histogram with the database rst matchesthe scenewith ead cluster's
prototype. Then the top n clustersthat match well with the sceneare examinedto
nd which views in the clusters best match the scene.The view that best matches
the sceneidenti es the object and pose.

Before we erter into a discussionabout hypothesis generation, we de ne and
clarify somenotation. First denote:

S=fS:i=1:::;Nsg (12)
S(m)=fS(m):j=1::;Ns(m);m=1,:::;Mg (12)
SE=fSE,(i):a=1;:::;Nse(i);i= 1;:::;Nsg (13)

SE(m) = fSEy(j; m) :u= 1;:::;Nse(j; m);j = 1;:::;Ns(m)g (14)
as the set of range sggments model sgments range segment elements and model
segmentselemerts respectively, where N s is the number of range segmeits, N s(m)

is the number of model segmeits for model m and M is the number of models,
N se(i) is the number of range segmen elemeris for segmen S; and N se(j; m) is
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| Quantization Index and Shape Description || SI Index Range |

0 Convex Ellipsoid Sl 2[ 1, 5=8)
1 Convex Cylinder SI 2 [ 5=8; 3=8)
2 Weak Convex Saddle Sl 2[ 3=8; 1=8)
3 Saddle Sl 2 [ 1=8;1=8)
4 Weak Concave Saddle S| 2 [1=8;3=8)

5 Concave Cylinder Sl 2 [3=8;5=8)

6 Concave Ellipsoid Sl 2 [5=8;1]

Table 2. Classi cation of surface shape using Shape Index S| quantizer.

the number of model segmen elemens for model segmen S; (m). In the previous
sectionwe de ned seweral properties for the segmens and segmen elemerts. These
segmen properties are denoted as follows:

S;:C the curvednessdensity as given by Eq. 8,
Si:Sl the shape index density as given by Eq. 7,
and S;:areathe areaof the segmen,

comparableattributes for the segmen elemerts are:

SE,:C the area-normalizedcurvedness,

SE,:Sl the area-normalizedshape index,

SE,:areathe areaof the segmen elemen,

SE,:L the area-normalizedlocation as given by Eqg. 9, and
SE,:O the area-normalizedorientation asgiven by Eq. 10.

The segmets often represert large areasin the imageand on the model; thus, if
aregionin the rangeimage doesnot correspond to a large region in a model it will
prune a fair amount of the model surfaceareafrom being matched in a hypothesis.
This is doneby rst quantizing the segmeit's shape index value into a discrete set
of classesExperimentally we preferredto use more classeghan listed in Table 1.
For each segmem we quantized into sewen classeggiven by Table 2.

The quartized shape index value is denoted by S;:SI Q for the range segmets
and S;(m):SIQ for the model segmers. Correspondence between S;:SIQ and
S; (m):SI Q is determined by a similarity map givenin Table 3. The table implies
that for range segmeits whoseshape index quartization valueis S;:S1Q = 1,theniit
is similar to model segmerts with quantized shapeindicesS; (M ):SIQ = 0; 1; or 2.
The "fuzziness" in the similarity criterion takesinto considerationthe noisepresen
in the range imagesand the imprecision of the segmetmation algorithm.

For a range segmen S; and model segmen Sj(m) to be consideredsimilar,
Si:SIQ must map to S;(m):SIQ and the area of the range segmen must be less
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[ Si:SIQ S (m):SIQ |
I 01
I 01,2
I 1,23
I 2,34
!
I
I

34,5
45,6
5.6

OO AW N FLO

Table 3. Similarit y mapping between range and model segmerts for shape index quantization
value.

than Si:Area< Sj(m):Area+ 25mm?, where 25mm? is a under-segmemation area
bound on the range image segmetts. Typically, the range image segmerts include
only part of the surfaceareacaovered by the corresponding model segmetts because
of occlusion and noise. Occasionally we did notice that somerange segmers were
larger in areathan their corresponding model segmets. This resulted from errors
in the calculation of the curvature near object borders.

For eath range segmem, we obtain a set of corresponding model segmeits

de ne all possiblerangeto model segmen correspondencematchesfor the hypoth-
esisgeneration procedures.

Oncethe list SCof corresponding setshasbeenfound, further analysisis applied
to the segmen elemens of the corresponding sets to determine a geometrically
consistert set of segmen elemert matches. The rst stepis to determine a good
set of segmen elemen pairs in the range image. These seedpairs are de ned asa
pair of segmenm elemeris in a segmen that are the farthest distance apart

SP; = f(SEa(i); SEn(i))jmaxankSEa(i):L  SEp(i):Lkg:

This is done for every segmeih to produce a set of seedpairs

The set of maximum separatedsegmern elemerts were chosento limit the number
of similar pairs that are found in the object models (thus improving the pair's
saliency), and to ensuremore stable estimatesof object pose.Both of thesereasons
are important for the correct identi cation and location of the object modelsin the
range image. For a seedpair, we compute

SPi:D = kSEa(i):L  SEp(i):Lk
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the distance betweenthe pairs and
SP;:0 = cos (SEa(i):0 SEu(i):0);

the angle betweenthe orientation of the segmern elemerts.

The seard for similar model pairs will use the list of SC(m) corresponding
rangeto model segmeits to limit the number of model segmen elemers. For eadh
SP;, the algorithm seardesthrough the model segmen elemeris SE (j; m) where
S;(m) is a segmen in SG(m). During the seard, the algorithm nds all model
segmen pairs denoted by

Pe(j; m) = (SEu(j; m); SEv(j; m)) : §(m) 2 SG(m)
where the pair's distance and orientation betweensegmen elemers agree
kP¢(j; m):D SP;:Dk< DpandkP¢(j; m):O SP;:0Ok< Op

within a tolerance threshold (D p; Op) to the seedpair. Currently for our database
the thresholds are Dp = 5mm and Op = 4. This results in a list of possibleseed
to model pair matches

Each segmem elemen pair can be usedto de ne a local coordinate system
using the line betweenthe segmem elemens and the orientation directions. The
coordinate systemfor a seedpair is given by f SP; :x; SP;:y; SP;:2g where:

_ SEl(i)L SEp(i)L
SPIX = (SE.()iL  SEn(i)iLK

is the vector connecting the two segmet elemerts in the pair normalized to unit
length. Let

_ SEj(i):area SE,(i):0 + SEp(i):area SEp(i):0
B SE.(i):area+ SEy(i):area

b

be the area-normalized the orientation of the two segmeim elemens. The area-
normalized orientation and the line connectingthe two segmers are not necessarily
orthogonal. To obtain an orthonormal coordinate system we will use the Gram-
Sdmidt orthonormalization procedure,yielding:

b (B SPix)SPix
ki (b SP;x)SPixk

The nal componert of the local coordinate system is obtained from the cross-
product:

SP;:z =

SP;:y = SP;:iz  SP;:x:
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The origin of this coordinate systemis de ned asthe midpoint of the line connecting
the segmen elemerts:

SP,:Cen = SE.(i):L ; SPy(i):L

This procedureis duplicated for eat of the seedpairs SP; 2 SP and model pairs
Pi(jy m)2 PM .

Each P;(j; m) model pair in PM ; givestwo possible pose transformations to
align the local coordinate systemgiven by the seedpair SP;, becauset is unknown
whether SE,4(i) correspondsto SE,(j; m) or SE,(j; m). Without a strong corre-
spondencemeasure,it is unknown if SP;:x correspondsto P;(j; m):x or P¢(j; m):x
in the model coordinate system.

So far we have beenusing a weak shape and area basedsimilarity measureto
match range and model segmeits. Then we de ne a set of seedpairs SP using
the range image segmeits and searded through the model database for similar
model pairs basedon binary distanceand orientation constraints. Each pair corntains
enough information to recover a local coordinate system that could be used to
estimate the posetransformation betweenthe object models and the range image.
Unfortunately, many surfacesand segmers look very similar to one another in our
database,so the number of hypothesesthat needto be examined can be large. To
begin to di eren tiate amongthe models we will examinethe relationships between
surface segmers. This will be done by forming a triple of segmen elemeris from
the seedpairs and a segmen elemen from another segmen in the range image.

For sceneghat contain only oneobject, this third segmem will completea triple
of segmen elemerts that can be seardied for in our model database.If the model
cortains a triple with the samedistribution of point locations and surface normal
distributions, then this is a strong indication that the range to model triple match
may produce a good estimate of the object pose. If the triple is not found, then
the rangeto model pair match is rejected as a possibleposehypothesis. The seard
for the third segmen elemen in the model data will prune the list of possibleseed
(range) to model pairs PM . If our scenecontains only one object, we could pick
onesud rangeimagetriple to prune our seard and identify object model and pose.
This approach wastaken by Chua and Jarvis 4. When more than one object model
is presert in the scenewe do not know if a particular pair of segmets S; and S¢ and
their corresponding segmetm elemerts that form the triple (SE,(i); SEp(i); SEc(K))
will lie on the sameobject without prior knowledge. To addressthis issue,we will
encae all possiblerange segmen pairs for each segmen S;, some of which will
describe pairs of segmeits on the sameobject and somethat will bridge between
two objects.

For a pair of range segmetts S; and S the seedpair SP; de nes two of the
segmen elemerts for a triple. The third segmen elemen SE (k) is chosento max-
imize the areaof the triangle formed by the triple ST;j = (SEa(i); SEu(i); SEc(K)).
The larger triangles will minimize the error in the registration estimation method.
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Denote the seedtriples for the range image by:

STik = (SEa(i); SEp(i); SEc(K))

where SP; = (SE4(i); SE(i)) is the seedpair for segmen S;.

Next we wish to seart the model database for similar triples. To do this we
will be using predictions for the location of a third model segmen elemert C based
on the distribution of the triples in the rangeimage (SEa(j ); SEu(j); SE¢(k)) and
the local coordinate systemsde ned by the seedpair f SP;:x; SP; :y; SP;:2g and the
corresponding model pairs f P¢(j; m):x; Py (j; m):y; P:(j; m):zg.

The prediction of C and C° for a seedtriple (SEa(i); SEp(i); SEc(k)) and a
model pair P¢(j; m) are given by the following formulas de ning the transformation
betweencoordinate systems.Let

r = [SPi:x; SP;:y; SP; 2]
and
m = [Pt(j; m)2; Pe(j; m):y; Pe(j; m):2]

be matrices containing the axis vectors of the coordinate systemfrom the seedpair
and the model pair and

0 = [ Pu(i; m)zx; Pi(j; m):y; Pe(; m):z]

be the other possible coordinate system for the model pair match, recalling that
there is someambiguity in the correspondencebetweenthe segmenmation elemerts.
Then the matrices

R= mr;
0o—- O
R— m r

de ne the possiblerotation componerts of the transformation betweenthe range
image to the model coordinate system. The complete transformations of the pre-
dicted segmen elemen locations are:

C=R SE¢Kk):L + P(j; m):Cen R SP;:Cen
or
C0= R% SEc(k):L + Pi(j; m):Cen R° SP;:Cen

in the model coordinate system.

For a seedtriple STk the set of model pairs are searded to seeif a set of
model triples Tj; (m) = (SEu(j; m); SEy(j; m); SEw(j; m)) can be found sud that
the distance constraint

KSEw(l;m):.L Ck< Dt orkSEy(I;m):L C%< Dt
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and the orientation similarity constraint
kcos H(SEw(l;m):0 Pi(j; m):z) cos Y(SE(k):O SP;:z)k< Ot

are satis ed. The similarity thresholds Dt = 7mm and Ot = £ are larger than

(Dp; Op) to accommalate compounding of error from the pair matches. The set
TMix = f(STix:Tji )9

of model triple segmen elemens form a set of triple matcheswith the seedtriple
STik . The set of all possibletriple matchesare denoted by

Each elemert in TM contains a possible pose hypothesis for an object in the
rangeimage. The enumeration of T M hypothesisare created under the assumption
that occlusion and multiple objects are presen in the image, there will be pose
hypothesesin the set that are redundart (i.e., they hypothesizethe same object
and pose).When an object contains multiple segmetts on its surfacethe seedtriples
that utilize those segmeits should nd similar model triples on the correct model
all producing essetially the samemodel poseestimate for the range image.

Fig. 6. Discrete Viewsphere and canonicalizing transformation

To identify theseredundancieswe will use poseclustering to determine sets of
consistert posetriples. The clustering is rst done on the rotational pose,then on
the translation. For ead triple match (STix ; Tj (m) in TM the transformation
betweenthe model coordinate systemto the rangeimageis given by:

Rp= ' m
Tp= STix:Cen R, Tj (m):Cen
SE.(i):L + SEp(i):L + SEc(k):L

STix :Cen = 3
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Subdivision | Number of Angle between
frequency viewpoints | neighboring viewpoints
1 12 643

2 42 321

3 92 214

4 162 16:1

5 252 12:8

6 362 107

Table 4. Icosahedron Subdivision Parameters. The angle between neighboring viewp oints for the
speci ed subdivision frequency givesa measure of the density of the sampling with respect to the
degree of separation between viewp oints.

SE.(j; m):L + SEy(j; m):.L + SEw(I; m):L

3
wherethe centers of the triples de ne the location usedto de ne the local coordinate
system origins. For eact hypothesis,the model's viewpoint can be determined by:

VP = R,[0;0; 1]

Tji (m):Cen =

the product of the rotation matrix for the hypothesisand the z vector. This value
givesthe location of the rotational poseof the model in the model's viewspaceas
de ned by the viewsphere. For hypotheseswhose poseis consisten, their view-
points must be closeto one another indicating that they are estimating similar
model viewing directions. The viewpoint does not quantify the ertire rotational
poseof the hypothesis, but is su cien t to determine posewithin a rotation about
the viewing direction if hypothesesare rotationally consisteri. To cluster the ro-
tational posespacewe will usean | = 2 subdivision of the icosahedron(Table 4)
to generatea discrete sphere whose vertices are approximately 30 degreesapart.
The Voronoi tessellation of the spherede nes the bins we will useto cluster the
hypothesisviewpoints VP . This can be done by using a simple nearestpoint clus-
tering algorithm to determine which vertex on the discrete sphereis closestto the
hypothesis viewpoint. The discrete spherein e ect quartizes our viewspaceinto
coarseviewing directions separatedby approximately 30 degrees.In order to han-
dle the casewhere a consistert set of hypothesesare clustered near the Voronoi
tessellation cell boundaries, we usethe vertices of the Voronoi tessellationto de ne
a new set of bins. The vertices of the Voronoi tessellation are located at the cen-
ter of the facesde ned by the | = 2 subdivision discrete viewsphere.The Voronoi
tessellation bins de ne a redundant quartization of the viewspacewhosedecision
boundariesare the original tessellation (a Delaunay tringulation) of the viewsphere.
Each hypothesisin TM assaiated with model m has its poseestimate quan-
tized using both the Delaunay and Voronoi vertex quartizers. The set of triple
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matches that fall into a single bin are consideredconsistert with respect to the
model viewpoint. Once the pose hypotheseshave beentested for consistency we
seard through the viewpoint consistert hypothesesto determine yet another set of
translational poseconsistert hypotheses.This is done by hierarchically clustering
the viewpoint consistert hypothesesuntil the clusters averagetranslation certers
are more than Dgger distance apart. Currently Dusier = 12mm for our tests
and database.The hierarchical clustering technique resultsin a group of consistert
hypothesesthat are all in the samemodel viewpoint quantizer bin and whosepose
translation estimates are within at least 12mm of one another. Denote a set of
consistert triple matchesas

PCy(m) = f((SEa(i); SEn(i); SEc(K)); (SEu(j; m); SEy(j; m); SEw(l;m)));:::g:

Each set of poseconsistert triple matchesP Cy(m) form a hypothesisfor object
location and orientation in the range image. For eat hypothesisthe list of range
segmetns usedin the hypothesisare found, and are denoted by

S(PCy(m)) = fS; : SEa(i) or SEp(i) or SE¢(i) 2 PCy(m)g:

This list is then usedto determine how much rangeimage surfaceareathe segmers
usedin the hypothesis represert. The poseconsistent triples are then prioritized
by their total range segmen surface area. The hypothesis with the largest range
segmen surface area will be veried rst, consideringit is trying to explain the
most areain the range image and is likely to be an object rather than a random
patchwork of segmens from seweral objects.

To review, the hypothesis generation procedure contains the following steps:

(1) Generatea set of consistert range image segmen to model segmet list SC.

(2) Generate a set of seedrange image segmen elemen pairs SP, one for eath
range image segmen S;.

(3) Generatea set of consistert seedto model pair matchesPM .

(4) Generatea set of seedtriples ST.

(5) Generatea set of consistert seedto model triples TM .

(6) Generatea set of poseconsistert seedto model triples PC. A set of poseconsis-
tent seedto model triples P Cy(m) forms a model posehypothesisto be veri ed.

(7) Prioritize the hypothesesin P Chby range segmen surfacearea. Each hypothesis
P Cy(m) utilizes a subsetof the total range segmers and its areaindicates how
much of the scenewill be veried if correct.

5. Veri cation

The PC hypothesesare trying to explain a range image of a scenedenoted by S.
Each hypothesis PCy(m) is one possible explanation of S placing the model m
(recall m is a model index) at proposedlocation in the rangeimage's S coordinate
system.
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The list of poseconsistert hypotheses

contains possiblematchesbetweenrange image segmens and model segmetts and
estimates on a model poseto align those segmets. The list is ordered basedon
the range image segmen surface area covered by eadt hypothesis which gives a
good indication of the strength of the hypothesisin explaining the data. In our
preliminary experimentation, we found that in most casesthe correct hypotheses
were near the top of the prioritized list PC. In single object casesoften the highest
prioritized hypothesiswas correct. This is comforting, consideringthe veri cation
of a hypothesisis a computationally expensive procedure.

The hypothesis PCy(m) may contain multiple sets of corresponding triples
(STix ; T (m)) eadr of which contains a poseestimate. A combined poseestimate
is found using Horn's closedform ° quanternion solution to the corresponding point
set registration problem. For a triple match in a hypothesisthe segmen elemeris

((SEa(i):L; SEy(j; m):L); (SEp(i):L; SEy(j; m):L); (SEc(K):L; SEw (I; m):L))

de ne the point corresppndencesbetweenthe rangeimage and the model. Then by
using all the triple matchesa list of point matchesare formed

where N, is the number of corresponding points and x; represerts segmen ele-
mernt locations SE,(i):L from the rangeimageand p; represerts the corresponding
segmen elemer location SE (j; m):L on the model.

Using Besl's notation 2 for Horn's method ° the transformation (R;T) that
minimizes the error

1
Err= —  Npkx; Rp; TK?
Np i=1

betweencorresponding points x; and p; is given by the following formalization. Let

denote the sample averagefor the respective point sets. The covariance matrix of
the points setsis denoted by

o
I R P Ly

i=1
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De ne a column vector
px (1;2) px (2;1)
= px (2;0) px 0;2):
px 0;1) px (1;0)

The covariance matrix is usedto form a4 4 symmetric matrix
tr( px) T
ot ()l

wherel isa3 3identity matrix. The eigernvector gr = (gp; th; ;)" correspond-
ing to the minimum eigervector of Q( px) de nes the optimal rotation. The 3 3
rotation matrix is given by

Q( px) =

B+E B B 2wk D%k) 2(hGE+ k)

R(AR) = 2+ ®®) G+ o & 2(0%G ©k)
20 ®%) 2ARB* oh) BB G
Finally the optimal translation vector is found by

T= x R(gr) p-

This least squaressolution to the corresponding point registration problem forms
the backbone of Besl and McKay's iterated closestpoint (ICP) registration algo-
rithm 2.

To determine the overlap betweenthe range image and the model, we use syn-
thetic rendering techniques. The overlap helps to identify those portions of the
range image S that are explained by model hypothesis P Cy(m). This allows us to
remove theseportions from consideration when weaker hypothesesare veri ed. Up
to this point, the systemcould only recover the highly curved regionsthat the hy-
pothesiswas built upon. Denote the synthetic range image of S as Sgynn . Denote
the synthetic range image of the model hypothesisP Cg(m) as mgyn .

To determine the overlap, we rst recover an initial pose transformation be-
tweenthe hypothesizedmodel and the range image. For a hypothesisP C4(m), the
locations of the corresponding segmen elemerts CORR poinis  €an be usedto de ne
an initial posetransformation (R;T) betweenthe model m and the range image
S. To facilitate the seard of the rangeimage S and model surfaceswe will cornvert
the problem into an image domain, where indexing over the surface can be done
using an image grid, instead of a discrete organized sampling of the surface given
by the polyhedral model. This corversion also allows us to sample both the range
image S and model m at the samex; y coordinates. The corversionis accomplished
by using synthetic rendering techniquesto produce a synthetic range imagesat a
given resolution. The result is a syrthetic rangeimage Ssyn 1 0f S and a synthetic
range image msynn Of the proposed model P Cy(m). To determine the overlap we
compare the z distances betweenthe synthetic images (Ssynth ; Msynh ) for every
pixel in the images.If the distanceis within 5mm we considerthe surfacesto be
su cien tly closeto be consideredoverlapping.
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The cornversionto the synthetic range imageshas an additional benet. These
new imagescortain a rich structure where closestpoint correspondenceseard can
be performed e cien tly. Traditionally, the slowest part of an ICP posere nement
step is computation of the closestcorrespondencepoint pairs. The speedof an ICP
step hasbeenincreasedby useof a more e cien t seard techniquessud asthe k-D
tree. In our case,both point setsarein animagestructure, wherethe samplesarein
a rectangular grid. With this structure, it is reasonableto assumethat the closest
pixel to Ssynen (i; j ) In the synthetic rangeimage of the model msynn is limited to a
small rectangular region around msynn (i; j). To be safe,we are setting the seard
regionsto be 11 11 pixels around the corresponding pixel location. Use of the
synthetic images (Ssynth ; Msynth ) t0 determine corresponding points has resulted
in ten fold decreasein processingtime neededto complete an ICP step (the ten
fold decreasewas measuredfrom the previously implemented unorganized nearest
neighbor seard).

The ICP processcortinuesuntil the di erence in registration error

1 Xv
Regerr = — kxi Rpi Tk
No iy

betweensuccessie steps of the ICP algorithm falls below 0:05mm or 11 iterations

have beenexecuted.After the ICP algorithm exits, the re ned poseestimateis used
to transform the model into the rangeimage S coordinate system.A new synthetic

range image Mg inar  Of the model is generatedand compared with the synthetic

range image Ssynin  Of the scene.The overlap is determined and the average z

distance between overlap pixels determinesthe veri cation error VerErr for the

hypothesis PCy(m). If the veri cation error falls below an acceptancethreshold

Taccept the hypothesisis accepted,otherwiseit is rejected. Currently, the acceptance
threshold is Taccept = 3mm. When a hypothesishas beenaccepted,the rangeimage
segmetns are cheded to seehow well they t to the acceptedmodel's surface. If

the error betweenthe range segmetns vertices and the model m is small then the

segmen is consideredpart of the model. Most of these range segmetts are given
by the list S(P Cy(m)) of range segmetts for the hypothesis; however, due to noise
and imperfectionsin segmetation, someof them may have beenexcludedfrom the

hypothesis.The setof rangesegmets that t well to the model areremoved from all

the hypothesesin PC. The removal of the range segmeits may leave a hypothesis
with no triples, indicating that the hypothesis was attempting to explain data

already explained by other hypotheses.The hypothesesstill containing somerange
segmers are re-prioritized basedon their new total range segmen surface areas.
Then the next highest priorit y hypothesisis veri ed. This cortinues until all the

range segmeis have beenveri ed by a hypothesisor there are no more hypotheses
left to be veried (Figure 7).
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Model Number of | Number of | Number of
Vertices Edges Polygons
Apple 7070 21191 14126
Cow 10032 30090 20060
Duck Rattle 10731 32181 21451
Toy Lamb 10383 31143 20762
Orange Dino 10191 30561 20374
Po 10645 31923 21282
Red Dino 12262 36774 24516
Rubber Duck 10413 31233 20822
Whale 4853 14502 9652
Yellow Croc 9875 29601 19734

Table 5. The number of vertices, edgesand polygons for the models in the 10 object database.

6. Exp erimen ts

Our test database of objects consisted of 10 3D polygonal mesh models of toys
(Figure 8). Theseobject models were generatedusing the Minolta Vivid 700 non-
contact 3D digitizer and Minolta's model building software ' from physical pro-
toypes. The models' polygon courts are listed in Table 5. The samesensoris used
to test the recognition methods. The systemwastested on a set of 10 rangeimages
with ead range image containing two objects from our database.The test images
are shown in the (a) and (c) sub- gures for Figures 10, 11, 12,13, and 14. To
capture the imagesshown, the objects were placed on a turntable and imaged us-
ing the Minolta sensor.The imagesare then stored and loaded into a range editing
tool to remove the turntable surfacesfrom the image (in the future, this step could
be automated consideringthe turntable's surfacesare at a known location and are
planar).

The turntable surfaceswere removed to eliminate the surface interaction be-
tweenthe object boundariesand the turntable. The creasedormed from thesetwo
separatesurfaces(object and turntable) introduce a highly curved regionthat does
not lie on a single object, rather it results form the interaction betweentwo ob-
jects. These highly curved regions (that ultimately result in no object matches)
will only add to the computational burden of identifying the real objects. So we
choseto pre-mark the turntable pixels asbadkground in order to remove them from
consideration as part of an object in our database.

The object scenescontain both object-to-object occlusionand object self occlu-
sion. An example of object-to-object occlusionis shawvn in Figure 10 (c) wherethe
crocodile occludesthe right leg and part of the belly of the dinosaur. The e ects of
self-shadaving can also be seenin almost every image as white gaps between the
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Fig. 8. 10 objects used to train and test recognition methods

surfacesof an object. In addition to self-shadaving, another source of structured
error in the range data is the blooming of an object surfaceat concave ridges. This
can be clearly seenon the rangeimage of the rubber duck around the ned (Figure
10 (c)). These errors distort the surface information available to our recognition
technique and intro duce false curvature segmen typesthat divergefrom the true
typesin the database.Even in the presenceof such missing and erroneousdata,
our systemhas shown successat matching objects.

Images depicting the recognition results can be found in the (b) and (d) sub-
gures of the rangeimagesshown in Figures 10,11, 12,13, and 14. In the (b) and
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Image Objects Correct RegErr | False Missed
In Image Detection Alarms
Scenel | Rubber Duck || Rubber Duck | 0.96mm
Whale Whale 0.59mm
Scene2 Red Dino Crocodile 2.85mm Red Dino
Crocodile
Scene3 | Cow Cow 1.37mm
Orange Dino || Orange Dino | 0.98m
Scene4 | Lamb Lamb 1.25mm Duck Rattle
Duck Rattle
Scene5 | Po Po 2.17mm Apple
Apple
Sceneb Po Po 1.3mm Whale
Whale
Scene? Rubber Duck || Crocodile 2.04mm | Whale | Rubber Duck
Crocodile Lamb
Scene8 | Cow Cow 1.88mm Apple
Apple
Scene9 Lamb Duck Rattle 1.62mm Lamb
Duck Rattle
ScenelO | Red Dino Red Dino 0.92mm
Orange Dino || OrangeDino | 2.95mm

Table 6. Recognition results for 10 range image test. Recognition requires correct identi cation of
the model and its pose.

(d) sub- gures, the original image is displayed with the detected objects in their
recovered pose. The original objects are shown in light gray while the recovered
models are shown in dark gray. The imagesdepict the ability of the recognition
system to recover both the object's identity and its posein the range image's
coordinate system. The objects whose surfacesseemsort of a patch work of gray
and dark gray surfacestypically show a good quality registration result. These
patchwork surfacesresult from an intermittent classi cation of the nearestsurfacein
the rendering software. Sinceboth the rangeimagerepresernation of the model and
the model's surfacesare closetogether, they will both appear at various locations
due to noise and minor registration error. The registration error is also given for
ead correct detection and is listed as a column in Table 6.

The results listed in the Figures 10,11, 12,13,and 14 are obtained using a high
curvature detection threshold of Th = 0:1; this correspondsto a radius of curvature
of 10mm. All the other thresholds and valuesare as given in the discussionof the
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| Stage | Averagetime |
Rangeto Model Segmen CorrespondenceSC 0.011sec
Matching seedpairs to corresponding model pairs P M 0.151sec
Matching seedtriples to corresponding model triples TM || 9.397sec
Poseclustering to determine poseconsistert triples PC 3.10sec

Table 7. Timing result averagesfor the various stagesof the hyp othesis generation process.Timing
results found using a Pentium |1 450Mhz PC.

techniques (Section 3, 4, 5). The choice of the high curvature region detection
threshold was made based on examination of objects with rich shape variations
(cow, dinosaurs, and crocodile). These objects corntain a rich set of ridges, bumps
and pits that were successfullydetected using the curvature threshold setat 0:1. As
the threshold is moved beyond this point, more and more of the object's surfacesare
included. The more surfaceareathat is consideredto be highly curved, the slower
our algorithm will run. The slower run times occur becauseof the increasednumber
of segmen elemerts that have to be seardedin the hypothesisgeneration process.
The larger number of segmen elemens do not necessarilymeanan increasedchance
of detection for an object which already contains a rich segmeiation. Only in
one instance did the recognition technique fail for these objects at this curvature
threshold. This caseis shown in Figure 10 (b) where the red dinosaur is not
detected. For the other objects in the database,the curvature threshold may not
bring out enoughdescriptive regionson the object to correctly identify them.

To highlight the subjectivenessof the high curvature threshold we have included
segmetations from four of the rangeimages(Figure 9). The imagesshow the var-
ious curvature segmeits in dierent colors (or shadesof gray). The imagesshow
that for someof the objects (lik e the apple and the whale), very little surfaceareais
labeled as highly curved. This yields only a few descriptive featuresfor the hypoth-
esis generation technique to utilize and determine its uniqueness.Currently, our
algorithm needsat least two segmetts to generatea triple and a possiblehypothe-
sisfor the object. In order to better handle theselesscurved objects the threshold
for high curvature regionsshould adaptively changeto the curvature content of the
object or a xed set of interesting curvature scalesshould be applied. We prefer the
latter due to the high scalesbeing selective for someof the objects and lesscom-
putationally expensive to match, while the lower curvature scalescould be usedto
recover the objects with lower curvature content after removal of the more highly
curved objects.

Sometiming results for the various stagesof our recognition system are shavn
in Tables 7 and 8. Thesetests wererun on a Micron Pentium |1 450Mhz basedPC
under the Windows NT 4.0 operating system.In Table 7, we show the completion
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| Image || Hypothesis Generation Time | Veri cation Time
Scenel 13.28sec 21.74sec
Scene2 16.37sec 23.75sec
Scene3 22.06sec 8.28 sec
Scened 17.04sec 33.9sec
Sceneb 4.92sec 39.0sec
Sceneb 15.68sec 25.18sec
Scene7 6.15sec 12.5sec
Scened 6.99 sec 2.85sec
Scene9 2.67 sec 35.36sec
ScenelO || 22.55sec 21.74sec
Average || 12.77sec 22.43sec

Table 8. Timing for the hypothesis generation and veri cation for each of the 10 range images test
set. Time results found using a Pentium |l 450Mhz PC.

time for the various stagesof the hypothesis generation proceduresaveragedover
all the test images. From the table, we can seethat matching of the seedtriples
to consistert model triples took the most time (9:39 seconds).Table 8, shows the
time takento complete the hypothesisgeneration and object veri cation stagesfor
every range image. The large variation in the veri cation stage completion time
results from the diering number of hypothesesgenerated from the imagesand
the priority of the correct hypothesesin PC. The image of the toy Po doll and
apple (Figure 12 (a)) took the most time to complete the recognition procedure.
In this case,the veri cation stageiterated through 37 hypothesesbeforethe Po doll
wasVveri ed, and then iterated through the rest of the remaining hypothesesbefore
determining that noneof them explainedthe apple. This exhaustive seard required
beforerejecting all the explanationsis very time consuming.When we examinethe
hypothesesrejected beforethe correct Po doll hypothesisis examined,we nd that
the list contained many hypothesesof the correct model, but for similar posesto the
onethat was nally accepted.Theseother Po doll hypotheseswererejected because
the veri cation error VerErr wastoo high to yield high con dence in the match.
The priorities of all of thesePo doll hypothesesare essetially the samesincethey
cover the samehigh curved range image surfacearea. It might be possibleto speed
up the time to recognizeand verify objects by ranking the hypothesesfor an object
basedon an initial range image to model error. The initial error measureshould
place the correct hypothesisbeforethe others evenin the presenceof similar range
image surfacearea.

The recognition result shavn in Figure 13(b) show a caseof two falsealarms. In
this casesan incorrect object wasmatchedto portions of arangeimageand accepted
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basedon the magnitude of the veri cation error VerErr betweenthe range image
and the proposedmodels. The whale and lamb hypotheseswere acceptedbecause
in their proposed locations they approximate the surfacesof the rubber duck in

the range image S. The surface are not exact matches becausein both casesthe

hypothesisveri cation error is near the decisionboundary for veri cation.

7. Conclusion

In this paper, we have suggestedand demonstrated a new local feature basedrecog-
nition technique for free-form objects. This method utilizes the surfacestructure in
the highly curved regionsof the objects to determine whether an object is presen
in an image and, if so, where it is located. The algorithm is built upon an initial
surfacesegmenation to selectand classify the highly curved regionsof the images
and object models. Theselarge uniform surfacetype segmeits are divided up into
much smaller segmens called segmem elemens. The segmen elemerns then de ne
a basic unit of the surfacethat will be usedin the hypothesis generation stagesof
the method.

The hypothesisgeneration procedurewas createdto exploit the structure of the
highly curved regionsof the object's surfacesand to prune the seard process.This
method usesa coarseclassi cation of segmen type to limit the seard through
the highly curved regions. Next the system used a pairwise binary constraint to
form likely model and poseestimates. These pairwise matches are not descriptive
enoughand result in far too many equally likely hypotheses.To prune the searh
and to add some segmen to segmem structure information, a triple is formed
betweentwo segmets. The triples reducethe number of possible pose hypotheses
adding additional surface structure. Pose clustering is then used to discover the
redundancy in the poseestimatesof the triples. Triples of consistert poseare then
ranked basedon their range segmeit surfacearea. The hypotheseswith the highest
rangeimagesurfaceareaareveri ed rst. A hypothesisis veri ed if the registration
error betweenthe range segmens and the model are below a threshold after Besl
and McKay's iterated closestpoint posere nement algorithm hasbeenrun.

The experiments suggestthat the following improvemens can be made to the
recognition system.

(1) Oncean object hasbeenveri ed, the pixels that are consistert with the model
should be removed from further consideration.

(2) A multi-scale technique should be usedto improve the recognition of lesshighly
curved objects.

(3) The hypothesesP Cshould be prioritized by an initial registration match score,
along with the already presert range image surfacearea. This should increase
the likelihood of the correct model being at the top of the veri cation list.
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(@) (b)

() (d)

Fig. 9. Segmenation results for four of the range images used to test the system. Segmerts are
mark ed by various colors, where a connected segmert is mark ed by a single color. (a): Range image
of atoy lamb and duck rattle. (b): Range image of toy Po doll and apple. (c): Range image of toy
Po doll and whale. (d): Range image of toy lamb and duck rattle.
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Fig. 10. Recognition results-The range image surfacesare shaded gray, while the recognized models
are shaded dark gray and placed in the range image with their recovered pose. (a): Range image
of a toy rubber duck and whale. (b): Recognition results for toy rubber duck and whale range
image. (c): Range image of a toy red dinosaur and crocodile. (d): Recognition results for toy red

dinosaur and crocodile range image.



July 1, 2003 8:30 WSPC/INSTR UCTION FILE local3d

34 R. Campbell and P. Flynn
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Fig. 11. Recognition results-The range image surfaces are shaded light gray, while the recognized
models are shaded dark gray and placed in the range image with their recovered pose.(a): Range
image of a toy cow and orange dinosaur. (b): Recognition results for toy cow and orange dinosaur
range image. (¢): Range image of a toy lamb and duck rattle. (d): Recognition results for toy lamb
and duck rattle range image.
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Fig. 12. Recognition results-The range image surfaces are shaded light gray, while the recognized
models are shaded dark gray and placed in the range image with their recovered pose.(a) Range
image of a toy Po doll and apple. (b) Recognition results for toy Po doll and apple range image.
(c) Range image of a toy Po doll and whale. (d) Recognition results for toy Po doll and whale
range image.
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Fig. 13. Recognition results-The range image surfaces are shaded light gray, while the recognized
models are shaded dark gray and placed in the range image with their recovered pose.(a): Range
image of atoy rubb er duck and crocodile. (b): Recognition results for toy rubb er duck and crocodile
range image. (c): Range image of a toy cow and apple. (d): Recognition results for toy cow and
apple range image.
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Fig. 14. Recognition results-The range image surfaces are shaded light gray, while the recognized
models are shaded dark gray and placed in the range image with their recovered pose.(a): Range
image of a toy lamb and duck rattle. (b): Recognition results for toy lamb and duck rattle range
image. (c): Range image of a toy red dinosaur and orange dinosaur. (d): Recognition results for
toy red dinosaur and orange dinosaur range image.



July 1, 2003 8:30 WSPC/INSTR UCTION FILE local3d

38

© N

10.

11.

12.

13.

14.

R. Campbell and P. Flynn

. P.J. Besland N. D. McKay. A Method for Registration of 3-D Shapes.|EEE Trans.

Pattern Analysis and Machine Intel ligence, 14(2):239{256, February 1992.
P.J. Besl. The Free-form Surface Matching Problem. In H. Freeman, editor, Machine
vision for Three-Dimensional Seenes pages25{71. Academic Press, 1990.

. C. S.Chuaand R. Jarvis. 3D Free-Form Surface Registration and Object Recognition.

International Journal of Computer Vision, 17:77{99, 1996.

C. Dorai and A. K. Jain. COSMOS-A Represenation Scheme for 3D Free-Form Ob-
jects. IEEE Trans. Pattern Analysis and Machine Intel ligence, 19(10):1115{1130,Oc-
tober 1997.

. P.J. Flynn and A. K. Jain. On reliable curvature estimation. In Proc. IEEE Computer

Scciety Conference on Computer Vision and Pattern Recognition, pages110{116, June
1989.

R. C. Gonzalezand R. E. Woods. Digital Image Processing Addison Wesley 1992.
B. K. P. Horn. Robot Vision. The MIT Press, 86.

B.K.P Horn. Closed-form solution of absolute orientaion using unit quaternions. Jour-
nal of the Optical Scciety, A(4):629{642, April 1987.

J. Koenderink and A. van Doorn. Surface shape and curvature scales.Image and
Vision Computing, 10(8):557{565, 1992.

Minolta. Vivid 700 non-contact 3D digitizer. http://www.minolta3D.com/,  2000.

K. Ohba and K. lkeudhi. Detectabilit y, Uniqueness,and Reliabilit y of Eigen Windows
for Stable Verication of Partially Occluded Objects. IEEE Trans. Pattern Analysis
and Machine Intel ligence, 19(9):1043{1048, September 1997.

Atsuyuki Okabe, Barry Boots, Kokichi Sugihara, and Sung Nok Chiu. Spatial Tessel-
lations: Concepts and Applications of Voronoi Diagrams. John Wiley and SonsLtd,
2 edition, 1999.

Ravi Srikantiah. Multi-Scale Surface Segmentation and Descrition for Free Form Ob-
ject Recogntion. MS Thesis, The Ohio State Univ ersity, 2000.



